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Discrimination-based classifiers differentiate between two classes by drawing a decision

boundary between their data members in the feature domain. These classifiers are capable

of correctly labeling the test data that belongs to the same distribution as the training

data. However, since the decision boundary is meaningless beyond the training points, the

class label of an outlier determined with respect to this extended decision boundary will

be a random value. Therefore, discrimination-based classifiers lack a mechanism for outlier

detection in the test data. To counter this problem, a prototype-based classifier may be

used that assigns class label to a test point based on its similarity to the prototype of that

class. If a test point is dissimilar to all class prototypes, it may be considered an outlier.

Prototype-based classifiers are usually clustering-based methods. Therefore, they

require a dissimilarity criterion to cluster the training data and also to assign class labels

to test data. Euclidean distance is a commonly used dissimilarity criterion. However, the

Euclidean distance may not be able to give accurate shape-based comparisons of very

high-dimensional signals. This can be problematic for some classification applications

where high-dimensional signals are grouped into classes based on shape similarities.

Therefore, a reliable shape-based dissimilarity measure is desirable.

Inorder to be able to build reliable prototype-based classifiers that can utilize shape-

based information for classification, we have developed a matching pursuits dissimilarity
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measure (MPDM). The MPDM is capable of performing shape-based comparisons between

very high-dimensional signals. The MPDM extends the matching pursuits (MP) algorithm

[1] which is a well-known signal approximation method. The MPDM is a versatile measure

as it can also be adopted for magnitude-based comparisons between signals, similar to the

Euclidean distance.

The MPDM has been used with the competitive agglomeration fuzzy clustering

algorithm (CA) [2] to develop a prototype-based probabilistic classifier, called CAMP. The

CAMP algorithm is the first method of its kind as it builds a bridge between clustering

and matching pursuits algorithms. The preliminary experimental results also demonstrate

its superior performance over a neural network classifier and a prototype-based classifier

using the Euclidean distance. The performance of CAMP has been tested on high-

dimensional synthetic data and also on real landmines detection data.

The MPDM is also used to develop an automated dictionary learning algorithm for

MP approximation of signals. This algorithm uses the MPDM and the CA clustering

algorithm to learn the required number of dictionary elements during training. Under-

utilized and replicated dictionary elements are gradually pruned to produce a compact

dictionary, without compromising its approximation capabilities. The experimental results

show that the size of the dictionary learned by our method is 60% smaller but with same

approximation capabilities as the existing dictionary learning algorithms.
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CHAPTER 1
INTRODUCTION

1.1 Problem Statement and Motivation

Object detection and recognition are two important problems in the signal processing

domain. For this purpose, a transmitter-receiver approach is usually employed. Signals

are transmitted in the direction of the suspected target location and the alteration of

these transmitted waves by the target is received and recorded. For example, radars use

reflection of electromagnetic waves to detect aircrafts in air, reflected sound waves are used

to detect vessels under water and the electromagnetic induction (EMI) sensors measure

the secondary electromagnetic field induced in a buried object to detect landmines.

The received signals are usually very high-dimensional time or frequency domain

signals. They are analyzed using signal processing and machine learning algorithms for

existence and identification of the target objects. The object detection task can simply

be to determine if an object exists in the test data, as for the radars used by air traffic

controllers to determine the location of aircraft, or it can be more complicated, for

example, by including the recognition of the target. Landmine detection systems that

use EMI sensors not only need to determine whether an object is buried in the ground,

but they also need to recognize whether the buried object is a mine or a non-mine. The

EMI response of a buried object depends on its metallic composition and geometry and

stays consistent across most weather and soil conditions. Therefore, the high-dimensional

EMI response contains shape-based information about the target. This information can be

characterized to identify the object as a mine or a non-mine.

One approach to classification is to extracts features that capture the shape and

distinguishing characteristics of signals in the training dataset. These features are then

used to train a discrimination-based classifier which learns a decision rule for assigning

class labels to the test data. A discrimination-based classifier learns the decision rule

by drawing a decision boundary between training data of both classes in the feature
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domain. A test point is assigned a class-label based on its relative position with respect

to the decision boundary in the feature domain. Neural networks, support vector machine

(SVM) and linear discriminant analysis (LDA) are examples of discrimination-based

classifiers. Neural networks, like the Multilayer Perceptron and the radial basis function

network, draw the decision boundary in the feature domain of the training data, while

SVM draws this boundary in a much higher-dimensional kernel domain [3]. On the other

hand, dimensionality-reduction transforms like LDA draw the decision boundary in a lower

dimension [4].

Discrimination-based classifiers are capable of correctly labeling the test data which

belong to the same distribution as the training data. However, these classifiers suffer

from two major weaknesses. First, their performance relies heavily on the goodness of

features extracted from the training data. If the extracted features are able to capture the

distinguishing characteristics of both classes, the classification accuracy will be high for

the test data. On the other hand, if the features fail to capture the differences between the

classes, the classification accuracy for test data will be low. Devising good features for a

given problem require ample domain knowledge and creativity. Therefore, the features to

be extracted are usually defined manually. However, manual feature definition is subject

to human interpretation and hinder the scalability and generalization of the classification

systems.

The second major weakness of discrimination-based classifiers is their inability

to accurately classify outliers in test data. As discussed earlier, discrimination-based

classifiers learn the discrimination rule by defining a decision boundary between training

data of the two classes. Therefore, these classifiers are able to accurately classify the

test points that belong to the same distribution as the training data. Although the

decision boundary extends to infinity in all directions, it is meaningless beyond the region

containing training points. Therefore, the class label of an outlier t determined with

respect to this extended decision boundary will essentially be a random value (Fig. 1-1).
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This treatment of outliers by discrimination-based classifiers can be problematic for

the real-world classification applications where the cost associated with mislabeling the

test points is quite high. One such example is the landmines detection problem. The

discriminating characteristics of all types of mine and clutter found in the training dataset

are learned. But there is always a possibility of encountering an unidentified type of a

mine or a non-mine during the actual demining process. Mislabeling a non-mine as a

mine can have serious consequences. The ideal approach in such a scenario would be that

instead of assigning random values to outliers, a classifier is able to detect the outliers and

defer their handling to a human supervisor.

Since the relative location of every test point to the decision boundary can always

be determined, discrimination-based classifiers are incapable of detecting outliers in the

test data. Therefore, a prototype-based classifier must be used instead of a discrimination-

based classifier. In a prototype-based classifier, each class is represented by a set of

prototypes. A test point is assigned a class label based on its similarity to the prototypes

of that class. Consequently, if a test point is dissimilar to prototypes of all the classes, it

will not be assigned a class label and may be considered an outlier (Fig. 1-2). Therefore,

the outlier detection mechanism is inherently built into the prototype-based classifiers.

Prototype-based classifiers usually employ clustering techniques to build class

prototypes. This requires use of a dissimilarity criterion to cluster the training data into

various clusters. Class assignment to test points also needs the dissimilarity measure

to determine the closest prototype. Therefore, choosing an appropriate dissimilarity

measure is important for the performance of prototype-based classifiers. A commonly

used dissimilarity measure is Euclidean distance. Euclidean distance measures the shortest

distance between two points in space along a straight line. In other words, if two points

x and z are connected by a line segment, their Euclidean distance will be the length of

this line segment. However, in high dimensions, the shortest distance in space may not be
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able to differentiate between signals based on their shapes. This can be illustrated by the

example shown in Figure 1-3.

Figure 1-3 shows three vectors A,B, C ∈ <100. Suppose signals A and B belong

to a class characterized by curves with shapes similar to theirs. Furthermore, suppose

signal C belongs to a class with a different characteristic shape. But the Euclidean

distance between A and C is 617.7 and between A and B is equal to 725.3. Therefore,

the Euclidean distance may not be the most suitable dissimilarity measure to perform

shape-based comparisons between signals in high dimensions.

In short, prototype-based classification methods are more suitable than discrimination-

based approaches for classification of high-dimensional data that has outliers. However,

prototype-based classifiers require a shape-based dissimilarity measure for building class

prototypes and for assigning class labels to test points.

1.2 Proposed Solution

The challenges of building a classifier that can distinguish between high-dimensional

members of various classes based on their shape differences, involves devising a reliable

dissimilarity measure that can perform shape-based comparisons of very high-dimensional

signals. Also, the automation of the feature selection process to minimize human interven-

tion and reliance on domain knowledge. Finally, a robust prototype-based classifier that

can detect outliers in test data.

In order to achieve the above objectives, a Matching Pursuits Dissimilarity Measure

is presented. The MPDM extends the well-known signal approximation technique Match-

ing Pursuits (MP) for signal comparison purposes [1]. MP is a greedy algorithm that

approximates a signal x as a linear combination of signals from a pre-defined dictionary.

MP is commonly used for signal representation and compression, particularly image and

video compression [5, 6]. The dictionary and coefficients information produced by the MP

algorithm has been previously used in some classification applications. However, most

of these applications work on some underlying assumptions about the data and the MP
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dictionary (section 2.3). The MPDM is the first MP based comparison measure that does

not require any assumptions about the problem domain. It is versatile enough to perform

shape-based comparisons of very high-dimensional signals and it can also be adopted

to perform magnitude-based comparisons, similar to the Euclidean Distance. Since the

MPDM is a differentiable measure, it can be seamlessly used with existing clustering or

discrimination algorithms. Therefore, the MPDM may find application in a variety of

classification and approximation problems of very high-dimensional signals, including

image and video signals. The experimental results show that MPDM is more useful than

the Euclidean distance for shape-based comparison between signals in high dimensions.

The potential usefulness of the MPDM for a variety of problems is demonstrated by

devising two important MPDM-based algorithms. The first algorithm, called CAMP, deals

with the prototype-based classification of high-dimensional signals. The second algorithm

is called the EK-SVD algorithm and it automates the dictionary learning process for the

MP approximation of signals.

In the CAMP algorithm, MPDM is used with the Competitive Agglomeration (CA)

clustering algorithm by Frigui and Krishnapuram to propose a probabilistic classification

model [2]. The CA algorithm is a fuzzy clustering algorithm that learns the optimal num-

ber of clusters during training. Therefore, it eliminates the need for manually specifying

the number of clusters beforehand. This algorithm has been named as CAMP as an abbre-

viation of CA and MP algorithms. For a two class problem (y ∈ {0, 1}), CAMP clusters

members of each class separately and uses the cluster representatives as prototypes. The

prior probability p(y|cj) of a class is computed based on similarity of the cluster cj to

clusters of the other class. The likelihood p(x|cj) of a point x is determined using MPDM.

The likelihood p(x|cj) and the prior p(y|cj) is used to compute the posterior probability

p(y|x) of x of belonging to a class y. The test point t that has low posterior probabilities

for both classes may be considered to be an outlier.
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Matching pursuits has previously been used as a feature extractor for discrimination-

based classifiers (section 2.3). However, the new CAMP algorithm is the first methods

that builds a bridge between clustering and matching pursuits techniques. Therefore,

it can be used to combine existing MP-based image compression techniques with the

prototype-based image recognition and retrieval applications in one framework. The ex-

perimental results also show the usefulness of CAMP for classification of high-dimensional

data. The CAMP algorithm has been used for classification of real landmines detection

data collected using an electromagnetic induction sensor, discussed in Section 1.1. The

classification performance of the CAMP algorithm has been found to be better than an

existing multi-layer perceptron based system for this data. Our CAMP algorithm also

outperformed support vector machines using non-linear radial basis function as kernel.

The experimental results also demonstrate the superiority of MPDM over the Euclidean

distance for shape-based comparisons in high dimension. An extensive experiment using

simulated data is also reported to demonstrate the outlier detection capabilities of CAMP

over discrimination-based classifiers and the prototype-based classifier using the Euclidean

distance.

The CAMP algorithm may be useful as a bridge between clustering and MP algo-

rithms, with outlier detection capabilities. However, it also has a potential weakness

because of the dependence of the MP algorithm on the choice of dictionary being used

for approximations. If the dictionary is well-suited to the data, the MP algorithm will

be able to give good approximations in fewer iterations. Otherwise, the approximation

error may still be large even after many MP iterations. Therefore, the MP dictionary

used with the CAMP algorithm is learned using the training data. There are a number

of dictionary learning algorithms available. K-SVD1 is one such algorithm [7]. It is a

1 K-SVD is named as an abbreviation of K-means and singular value decomposition
(SVD) methods.
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clustering-based dictionary learning method that treats the dictionary members as cluster

centers and the corresponding coefficients as memberships of the training points in those

clusters. The cluster centers or the dictionary members are updated using the singular

value decomposition (SVD) and the corresponding coefficients are updated using the MP

algorithm.

K-SVD is a useful state-of-the-art dictionary learning algorithm that has been

demonstrated to outperform other dictionary learning methods [7]. However, the drawback

of the K-SVD algorithm is that the total number K of the dictionary elements to be

learned needs to be specified beforehand. Choosing K is a cumbersome manual activity

and there is a possibility of choosing too big or too small a number. In order to have a

fully automated and reliable dictionary learning process, the learning algorithm should not

depend on manual specification of K. Instead, the correct number of required dictionary

elements should be discovered during the training process.

Therefore, using MPDM, an enhancement over the K-SVD algorithm is developed,

called the enhanced K-SVD (EK-SVD) algorithm. EK-SVD obviates the need for spec-

ifying the total number K of required dictionary elements beforehand. The dictionary

members update stage is the same for both K-SVD and EK-SVD algorithms. However, in

the coefficient update stage, instead of using MP for update, EK-SVD uses MPDM with

CA to learn the coefficients as fuzzy cluster memberships. The cluster pruning capabilities

of the CA algorithm are used to gradually prune under-utilized and replicated dictionary

elements, while using MPDM ensures consistence of the learned coefficients with the MP

algorithm.

The EK-SVD algorithm has two important properties. First, it produces smaller dic-

tionaries with good approximation capabilities for the given data. In signal approximation

and compression applications of MP, not only the approximation accuracy but also the

computation speed is important. The experimental results show that both K-SVD and

EK-SVD learn dictionaries with similar approximation capabilities. The only difference
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is the dictionary learned using EK-SVD is 60% smaller than the one learned using the

K-SVD algorithm. Therefore, EK-SVD algorithm has a speed advantage over the K-SVD

algorithm.

The other important property of EK-SVD is that it does not depend on manual

specification of the total number K of dictionary elements. This property is especially

useful in the context of classification applications, like CAMP. Since CAMP heavily uses

the MP algorithm during the training and the classification processes, the dictionary

learning may be considered as a pre-processing step for training of classifier. Automating

the dictionary learning process reduces dependence of the classifier on domain knowledge,

thus minimizing human intervention in the form of user-specified parameters.

The rest of this document elaborates upon the concepts introduced here. Chapter 2

is an overview of existing methods for dictionary learning and classification using the MP

algorithm. In Chapter 3, the technical approach of the new methods is discussed in detail.

Chapter 4 reports some preliminary experimental results about the proposed algorithms.
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Figure 1-1. Outlier detection problem in discrimination-based classification methods.

Figure 1-2. The model-based approach to classification. The test point t is not assigned
any class label as it is far from all the class models.
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Figure 1-3. Under a shape-based comparison, signal A and B should be more similar. But
Euclidean declares A and C to be more similar because their magnitudes are
comparable.
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CHAPTER 2
LITERATURE REVIEW

Matching pursuits (MP) is a well known technique for sparse signal representation.

MP is a greedy algorithm that finds linear approximations of signals by iteratively project-

ing them over a redundant, possibly non-orthogonal set of signals called dictionary. Since

MP is a greedy algorithm, it may give a suboptimal approximation. However, it is useful

for approximations when it is hard to come up with optimal orthogonal approximations,

as in the case of high-dimensional signals or images. Historically, matching pursuits (MP)

technique is used for signal compression, particularly audio, video and image signal com-

pression. However, MP has also been used in some classification applications, usually as a

feature extractor.

This chapter is an overview of the Matching Pursuits algorithm, its dictionaries and

its application to the classification problems. Therefore, in Section 2.1, we discuss in

detail the definition and characteristics of the MP algorithm and also some commonly

used improvements over the basic MP algorithm. The dictionary plays a pivotal role in

performance of the MP algorithm, therefore in Section 2.2 we discuss in detail some well

known MP dictionaries and also the dictionary learning methods. Since we are trying to

adopt the MP algorithm for classification purposes, in Section 2.3 we review the existing

discrimination and model based classification systems that use the MP algorithm.

2.1 The Matching Pursuits Algorithm

Matching Pursuits (MP) is an algorithm that expresses any signal x as a linear

combination of elements from a set of signals called the dictionary [1]. It was reintroduced

from the statistical community to the signal processing community by Mallat and Zhang

in 1993 [8]. Let H be a Hilbert space, then matching pursuits decomposes a signal

x ∈ H through an iterative, greedy process over an overcomplete set of signals, called

the dictionary D = {g1γ1 , g2γ2 , . . . , gMγM
} ⊆ H. Each giγi

∈ H is called an atom in the

dictionary D and ‖giγi
‖ = 1. Here γi denotes a set of parameters that define the atom and
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may be left out in the case of a non-parametric dictionary. The total number of atoms in

dictionary D is denoted by M . Choice of D depends on expected characteristics of data

for a given problem. It is possible that in some cases, there is sufficient domain knowledge

to select dictionary. However, choosing a well-suited dictionary for any given dataset is

still an open area of research. Detailed discussion about dictionaries for the MP algorithm

can be found in Section 2.2.

Given a signal x, the matching pursuits algorithm generates an approximation of x as

a linear combination of p atoms from D:

x̂ = w
(x)
0 g

(x)
dγ0

+ w
(x)
1 g

(x)
dγ1

+ . . . + w
(x)
p−1g

(x)
dγp−1

, (2–1)

where x̂ denotes the approximation of x and w
(x)
i denotes the coefficient corresponding to

each g
(x)
dγi

. The difference between x and its approximation is called the residue:

R(x)
p = x− (w

(x)
0 g

(x)
dγ0

+ w
(x)
1 g

(x)
dγ1

+ . . . + w
(x)
p−1g

(x)
dγp−1

). (2–2)

The algorithm starts by finding the gdγ that gives the maximum projection of x:

g
(x)
dγd0 = gdγd

, where d = arg max
k
|〈x, gkγk

〉| . (2–3)

The residue is updated by subtracting g
(x)
dγd0 times its magnitude of projection w

(x)
0 from x:

R
(x)
1 = x− (w

(x)
0 g

(x)
dγd0), (2–4)

where w
(x)
0 =

〈
x, g

(x)
dγd0

〉
is called the coefficient of g

(x)
dγd0. Since R

(x)
1 is orthogonal to

w
(x)
0 g

(x)
dγd0, we have:

‖x‖2 =
(
w

(x)
0

)2

+
∥∥∥R

(x)
1

∥∥∥
2

(2–5)

This process continues iteratively by projecting R
(x)
i onto dictionary atoms and

updating the R
(x)
i+1 accordingly. After p iterations, x can be written as:

x =

p−1∑
j=0

w
(x)
j g

(x)
dγdj + R(x)

p (2–6)
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where w
(x)
j =

〈
R

(x)
j , g

(x)
dγdj

〉
and R0(x) ≡ x. The energy conservation equation after p

iterations can be written as:

‖x‖2 =

p−1∑
j=0

(
w

(x)
j

)2

+
∥∥R(x)

p

∥∥2
(2–7)

Matching pursuits is similar to the vector quantization (VQ) of the signals, where

a dictionary element is chosen to represent x based on some dissimilarity criteria [9].

However, the difference between VQ and MP is that VQ chooses only one dictionary

element to represent x, while MP chooses p elements. If the dictionary is complete (i.e.,

span(D) = H) it has been shown by Mallat and Zhang [1] that as p → ∞, R
(x)
p → 0 and

x̂ → x. The total number of iterations p can either be fixed beforehand or it can be chosen

dynamically by iterating until R
(x)
p is less than a threshold.

At each iteration the dictionary element that is the most similar to the residue

is chosen and subtracted from the current residue. If the angle of projection at each

iteration is small, then it will take only a few iterations to drive the residue to zero.

Conversely, if at each iteration the angle of projection between the residue and the chosen

element is large, it will take more iterations and dictionary elements to reduce the residue

significantly. In addition, if the dictionary is large, then the computation time of the

iterations will be large. Hence the proper choice of dictionary is essential. Since MP

is a greedy algorithm, the chosen coefficients should get smaller as the iteration index,

j, gets larger. Hence, the maximum information about the signal x is contained in the

first few coefficients. Therefore, MP also has a denoising effect on the signal x. Sparsity

of representation is an important issue, both for the computational efficiency of the

resulting representations and for its theoretical and practical influence on generalization

performance. The MP algorithm provides an explicit control over the sparsity of the

approximation solution through choice of a suitable value of p.

Various enhancements to the MP algorithm have been proposed in the literature.

These enhancements deal with improving various aspects of the MP algorithm, like
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sparsity of the representation, approximation accuracy and optimality of the solution,

computation speed and using a-priori information for approximating a signal. In the

following sections, we review the frequently used and the most useful enhancements over

the basic MP algorithm:

2.1.1 Orthogonal Matching Pursuit

MP has been shown to converge asymptotically. But since the MP is a greedy algo-

rithm, the approximation x̂ will be suboptimal when p is finite. Let us define Vp to be the

span of all the chosen dictionary elements such that Vp = span{g(x)
dγd

, . . . , g
(x)
dγd(p−1)}. The

x̂ is an optimal least-squares p-term approximation if the residue after p iterations lies in

the span of the orthogonal complement of Vp, (i.e., R
(x)
p ∈ V⊥

p ). MP only guarantees that

the residue is perpendicular to the last dictionary element chosen (i.e., R
(x)
p ⊥ g

(x)
dγd(p−1)).

Therefore, the approximation given by MP is in general suboptimal.

The disadvantage of this suboptimality of MP for finite p is that it will take more

iterations to reduce R
(x)
p below a given threshold. This shortcoming of MP is removed by

the Orthogonal Matching Pursuits (OMP) algorithm [10, 11]. At every iteration, OMP

gives the optimal approximation with respect to the selected subset of dictionary elements

by making the residue orthogonal to all of the chosen dictionary elements. Note that the

OMP is still using the MP technique to find the next dictionary element and to compute

its initial coefficient. In fact, OMP only adds an orthogonalization step at the end of each

MP iteration by recomputing all the coefficients of the dictionary elements chosen so far.

For this purpose, all the dictionary elements chosen till the pth iteration are taken and

their coefficients are recomputed by solving the least-squares problem:

min
(w

(x)
j )

∥∥∥∥∥x−
p−1∑
j=0

w
(x)
j g

(x)
dγdj

∥∥∥∥∥

2

(2–8)

This ensures that the residue R
(x)
p ∈ V⊥

p and the approximation of x is optimal for the

given set of p dictionary elements. OMP also converges faster than MP. For a dictionary of

finite size M , OMP converges to its span in no more than M iterations [10]. However, at
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each iteration OMP is still choosing the dictionary element by the MP criteria. Since there

is no constraint on the orthogonality of the dictionary, the dictionary elements chosen

by the greedy approach of OMP can be highly correlated. This will adversely affect the

convergence speed of OMP. The Optimized OMP algorithm (OOMP) improves upon OMP

by introducing the orthogonality constraint on the choice of dictionary elements [12]. At

each iteration j, OOMP only chooses from the dictionary elements that reside in the span

of V⊥
i . Therefore, OOMP ensures sparse representations through orthogonality of the

chosen dictionary elements and the final residue. However, the computational complexity

of OMP and OOMP are higher than that of MP because of the requirement of solving the

least-squares problem in each iteration.

2.1.2 Basis Pursuit

Both MP and OMP algorithms choose their dictionary elements using the greedy

approach. This gives a speed advantage with good approximations, still the solution is

not guaranteed to be globally optimal. Basis Pursuits (BP) is a signal approximation

technique that attempts to find a globally optimal representation of a signal over the

given dictionary by convex optimization [13]. BP chooses the dictionary elements and

coefficients that minimize the `1 norm between x and its approximation. Let D be a

column vector of all dictionary elements and W (x) be the corresponding dictionary

coefficients for x, then BP solves the following problem:

min
∥∥W (x)

∥∥
1

subject to DW (x) = x (2–9)

BP requires the solution of a convex, nonquadratic optimization problem. It has been

shown by Chen et al. [13] that it can be translated into a linear programming problem.

Therefore, BP is an optimization principle and not an algorithm [13]. Once BP has been

translated into a linear program, it can be solved using any standard linear programming

technique like the simplex or interior-point method [14].
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2.1.3 Weighted Matching Pursuit

Weighted Matching Pursuits (WMP) is an extension of the MP algorithm to intro-

duce a-priori knowledge about the dictionary elements in the approximation process [15].

For this purpose a Bayesian interpretation has been given to MP. MP chooses the next

dictionary element based on its similarity to the current residue. This can be regarded

as searching for the element g
(x)
j with maximum likelihood for R

(x)
j . Assuming that the

residue R
(x)
j is made of superposition of a dictionary element g

(x)
j and Gaussian noise (i.e.,

R
(x)
j = g

(x)
j + vj), the inner product

∣∣∣
〈
R

(x)
j , g

(x)
j

〉∣∣∣ can be seen as a maximization of the

probability p(g
(x)
j |R(x)

j ). In the standard MP where the all dictionary elements are equi-

likely, maximizing p(R
(x)
j |g(x)

j ) is equivalent to maximizing p(g
(x)
j |R(x)

j ). However assume

that all dictionary elements are not equi-probable to appear in the approximation of x.

Then each dictionary element has a prior probability p(gj) associated with it. In this case,

using Bayes’ rule, the probability to maximize p(g
(x)
j |R(x)

j ) becomes:

p(g
(x)
j |R(x)

j ) =
p(R

(x)
j |g(x)

j )p
(
g

(x)
j

)

p(R
(x)
j )

(2–10)

where p(R
(x)
j ) is constant for all j. This process has an effect of multiplying a weighting

factor cj ∈ (0, 1] by each
∣∣∣
〈
R

(x)
j , g

(x)
j

〉∣∣∣ during the dictionary element selection process.

The weighting factor cj is specific to each dictionary element g
(x)
j and is pre-defined heuris-

tically. In this way the a-priori knowledge about each dictionary element is considered by

the WMP algorithm. Note that when cj = 1, it is reduced to the standard MP algorithm.

2.1.4 Genetic Matching Pursuit

Genetic Matching Pursuits (GMP) is an extension of the MP algorithm that uses a

genetic algorithm [16] in each iteration to find a suitable dictionary element [17]. Instead

of iterating over all the dictionary elements to find the best matching g
(x)
j for the residue

R
(x)
j , GMP finds a good match for R

(x)
j based on some acceptability criteria. GMP is

useful in situations where the size of the dictionary is quite large and iterating over the

whole dictionary per MP iteration can be a performance bottleneck.
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For the MP approximation problem, the application of GA relies heavily on the

parametric nature of the dictionary being used. Stefanoiu and Ionescu [17] used a Time-

Frequency-Scale (TFS) dictionary to illustrate the GMP algorithm. It is generated

by applying scaling, time shifting and harmonic modulation to the unit energy Gauss

function. Each dictionary index l is uniquely identified by three parameters m, n and k

denoting the scale, time shift and harmonic modulation indices respectively. Therefore,

at each iteration j of GMP, this triplet of indices is identified to maximize the following

fitness function:

fj [m, γn,k] =
∣∣∣
〈
R

(x)
j , g[m,n,k]

〉∣∣∣ (2–11)

where γn,k = [γn|γk] is a pair of successive binary genes to represent time shift and

harmonic modulation respectively. For each scale m, a population of chromosomes is used

in optimization. The genetic operators, crossover, mutation and inversion are applied in

this order with their respective probabilities Pc, Pm and Pi. Pc determines the percentage

of fittest chromosomes inherited by the next population. The rest of the chromosomes

are placed in the temporary population where they combine with others to produce

chromosomes for the next population. The fittest chromosome from each population is

entered into a set of outstanding chromosomes. This process of generating populations

continues for a specified number of iterations. In the end, the fittest chromosome from

the pool of outstanding chromosomes is chosen and the corresponding dictionary member

g[m,n,k] is chosen to approximate the residue R
(x)
j for current iteration j.

GMP speeds up the computation when the size of dictionary is quite large. How-

ever, GMP only guarantees the best match in the dictionary up to an insurance level.

Therefore, the solution might be suboptimal from an MP standpoint. Also, the uniqueness

of solution is not guaranteed. Still, searching the dictionary space using GMP may be

considered in a situation where computation speed is more critical than the approximation

accuracy. Another related method of using genetic algorithm to choose dictionary elements

for MP iterations is presented in [18].
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2.1.5 Tree-Based Approaches to Matching Pursuits

There are two main approaches for using tree structures with the MP algorithm,

to search for a globally optimal solution and to speedup computations when using large

dictionaries.

Since MP is a greedy algorithm, it does not guarantee that the final signal representa-

tion is the best one possible given the same dictionary. A tree-based approach can be used

to find a better approximation than given by the greedy approaches of the MP and OMP

algorithms. This algorithm is called the MP:K algorithm [19]. In each iteration j of MP,

instead of picking only the top-matching dictionary element, MP:K chooses top K ≥ 1 el-

ements and uses them in parallel to approximate the current residue R
(x)
j . For a total of p

iterations, this gives rise to a tree of depth p where each node has K children. The subset

corresponding to the smallest residue at leaf nodes is chosen as the representation of the

input signal x. Note that with K = 1, MP:K is equal to the MP algorithm. Karabulut,

et al. [20] enhanced the MP:K algorithm to make K an exponentially decaying function

of the depth of the tree. K is larger in earlier iterations as the dictionary elements chosen

earlier on play a bigger role in the approximation of x than the ones chosen later on in the

MP iterations. Making K smaller with larger iterations makes tree search faster as now

the size of tree is smaller than in the case of a fixed K.

As discussed in the previous section, the exhaustive comparisons of MP with each

dictionary element can make the algorithm slow if size of dictionary is quite large.

Computations can be made faster by introducing a tree structure in the dictionary [21].

The dictionary is divided into two parts and a group representative is chosen by averaging

dictionary members of that group. In this way further sub-groups can be introduced

within these groups and so on, giving rise to a binary tree structured dictionary. The

residue R
(x)
j is first compared with the group representatives of the top groups. Whichever

dictionary group correlates better with R
(x)
j is chosen for traversal and the other group is

ignored. This process continues till the whole tree is traversed and a dictionary element
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has been chosen for the current iteration. Since the complexity of traversing a binary

tree is O(log(N)) where N is the total number of members of the tree, using the tree-

structured dictionary reduces the complexity of searching the dictionary from O(N) to

O(log(N)). However, it adds to the storage requirements of the dictionary as now the

group representatives also need to be stored along with other dictionary elements. Also,

since a path is chosen based on correlation with its representative, it is possible that the

optimal dictionary element may lie in the group being ignored. This can lead to larger

residues than the ones produced by a non tree-based matching pursuit approach.

2.1.6 Other Variations of the Matching Pursuits Algorithm

Besides the general variations of the basic MP algorithm discussed above, a few other

modifications to the MP algorithm have also been proposed which deal with adaptation

of MP for very specific applications-dependent implementations. One such extension of

MP is called the Statistical Matching Pursuit (SMP) that extends the MP algorithm to

approximate the probability distribution of a random vector [22, 23]. The only difference

between MP and SMP is that instead of choosing the dictionary member with the largest

inner product, the dictionary element that maximizes the the expected value of the square

of the inner product between the dictionary element gj and the residue R
(x)
j , chosen at

each iteration j:

g
(x)
j = gd, where d = arg max

k
E

[〈
R

(x)
j , gk

〉2
]

. (2–12)

SMP was developed to detect speech events to differentiate between utterance of various

words. The chosen coefficients Wx = {w(x)
2 , w

(x)
2 , . . . , w

(x)
p } are assumed to have a Gaus-

sian mixture distribution with parameters Λc which are learned using the expectation-

minimization algorithm [24].

Another application specific variation of MP is to make the calculation of MP inner

products faster by taking advantage of the separable nature of the dictionaries being used.

For example, fast inner product implementations using the separable Gabor dictionary [5]
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and the separable Gaussian dictionary [25]. These dictionaries and other MP dictionaries

are discussed in detail in the following section.

2.2 Dictionaries for Matching Pursuits

As discussed earlier, the performance of the MP algorithm relies heavily on the choice

of dictionary for the process. However, the computation speed and storage requirement

of the approximated signals also need to be considered while choosing an MP dictionary.

Therefore, for many applications of MP, parametric dictionaries are preferred. Parametric

dictionaries refer to the family of signals that have a well-defined parametric form and

the whole family can be generated by varying the values of its variables. Using a family

of signals as dictionary has a big storage advantage because we only need to store the

parametric form of the dictionary and the parameters γ for each atom. Also, exploiting

the inherent structure of the dictionary, the MP algorithm can be implemented in faster

ways. For example, building the tree-structure of the dictionaries or by implementing fast

inner products taking advantage of the separable nature of some parametric dictionaries.

However, sometimes it may be hard to come up with a good parametric dictionary

or the parametric dictionary may not be expressive enough to give accurate and sparse

representations of the data. A straightforward solution to have more variety in the dic-

tionary is to combine various types of dictionaries [1]. But this will also increase the size

of dictionary, resulting in higher computation time. Therefore, instead of using a general

parameterized form of a dictionary, given the training data, sometimes it is more useful

to learn the dictionary. Tailoring the dictionary to the data produces sparser solutions

with better approximations, while keeping the size of the dictionary manageable. Their

only drawback is that they need more storage space than the parametric dictionaries.

Therefore, special attention need to be paid in choosing the size of the learned dictionary.

For both parametric and learned dictionaries, the size of the dictionary is an impor-

tant factor for not only storage considerations, but also for computational speed. The
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complexity of the MP algorithm is O(PM), where P is the total number of MP itera-

tions and M is the size of the dictionary. Therefore, various dictionary pruning methods

have also been proposed in literature that reduce the size of dictionaries to smaller, more

manageable size.

In the following sections, we will review these three aspects of the MP dictionary

selection process, namely, parametric dictionaries, dictionary learning methods and

dictionary pruning methods.

2.2.1 Parametric Dictionaries

Functions that are well localized in both time and frequency domains are called

Time-Frequency (TF) atoms. Wavelet transform is an example of signal decomposition

method that uses TF atoms. Depending on the choice of TF atoms, the decomposition

can have very different properties. Therefore the choice of the family of TF atoms

to use for decomposition depends upon the type of data being analyzed. Matching

pursuits algorithm is commonly used with families of TF atoms as dictionaries for signal

approximation.

Mallat and Zhang [1] not only introduced the matching pursuits algorithm but they

also gave general guidelines for choosing families of time-frequency atoms as dictionaries.

A general family of time-frequency atoms can be generated by scaling, translating and

modulating a single window function g(t) ∈ L2(R). The space L2(R) is the Hilbert space

of complex valued functions such that:

‖f‖ =

∫ +∞

−∞
|f(t)|2 dt < +∞ (2–13)

The window function g(t) should be real and continuously differentiable with unit norm

(i.e., ‖g(t)‖ = 1). Let s > 0 be the scale, u be translation and ξ be the frequency

modulation index. Given the set γ = (s, u, ξ) of these indices, each dictionary member gγ

can be defined as:

gγ(t) =
1√
s

g

(
t− u

s

)
eiξt (2–14)
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The whole dictionary can be generated by varying these three parameters. The biggest

advantage of using a parametric dictionary is it requires very little storage space. Instead

of storing all the vectors in dictionary, which are usually very high-dimensional, only

three parameters per dictionary atom need to be stored. Given the parametric form

of the dictionary, each element can be easily generated as required. This scheme is

quite useful for compression systems. The data is compressed using an encoder and

stored or transmitted on a limited bandwidth where it can be decompressed using a

decoder application. The matching pursuits algorithm is commonly used for image and

video encoding with parametric dictionaries because only the coefficients, indices and

parameters of each dictionary element used in the approximation need to be stored for the

approximated signal. When the signal needs to be retrieved, given the parametric form of

the dictionary, each dictionary element can be regenerated to reproduce the approximated

signal.

The Gabor dictionary is one such commonly used dictionary for image and video

signal approximation [5], [26], [6]. Given the Gaussian window function g(t):

g(t) =
4
√

2 e−πt2 (2–15)

The 1-D discrete Gabor dictionary [1] is defined as:

gγ(i) = Kγ g

(
i− N

2
+ 1

s

)
cos

(
2πξ

(
i− N

2
+ 1

)

16
+ φ

)
(2–16)

where γ = (s, φ, ξ) is a triple consisting of scale, phase shift and frequency modu-

lation indices respectively, i is an index over total number of samples N in gγ (i.e.,

i ∈ {0, 1, . . . , N − 1}) and Kγ is chosen to make the norm of gγ equal to 1. If γ is an

element of Γ such that Γ = <+ × <2, then the 2D separable Gabor dictionary used for

image and signal approximation is given by:

gα,β(i, j) = gα(i)gβ(j) (2–17)
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where i, j ∈ {0, 1, . . . , N − 1} and α, β ∈ Γ. The advantage of having this separable

structure of the 2D Gabor dictionary is that its inner products can be computed efficiently

to speed up the overall MP algorithm [5].

Gabor dictionary has been shown to give better and sparser approximations than the

discrete cosine transform based compression standard H.263 [5]. However, Vandergheynst

and Frossard [27] have shown that using anisotropic refinement atoms are more useful

to describe edges in images and oriented contours than the Gabor dictionary. Such

dictionaries should have parameters to allow translation, rotation and anisotropic scaling

in both x and y directions. They have proposed a dictionary of combinations of Gaussian

and their second derivatives:

gγi
(x, y) = (4x2 − 2) e−(x2+y2) (2–18)

with 


x

y


 =




cos(θi) sin(θi)

−sin(θi) cos(θi)


 +




(x̃− pxi
)/σxi

(ỹ − pyi
)/σyi




where (x̃, ỹ) are original pixel coordinates, [pxi
, pyi

] are horizontal and vertical translations,

[σxi
, σyi

] the horizontal and vertical scaling factors and θi is the rotation angle. Therefore,

for the dictionary index i, γi = (pxi
, pyi

, σxi
, σyi

, θi). This anisotropic refinement dictionary

has been shown to give better results than the Gabor dictionary in [27], [28] and [29].

The family of Gaussian derivatives is also a useful dictionary that has been suc-

cessfully applied to image approximation [25]. It is a one-dimensional basis of Gaussian

derivatives of order n at scale σ and location µ. For γ = (n, σ, µ), the Gaussian dictionary

of derivatives is defined as:

gγ(t) =
∂n

∂tn
1

σ
√

2π
e−

(t−µ)2

2σ2 (2–19)

Like the separable 2D Gabor dictionary, a separable 2D Gaussian dictionary can also be

built:

gα,β(i, j) = gα(i)gβ(j) (2–20)

33



Similarly, a few other parametric dictionaries have been proposed in [30] and [31].

These dictionaries have been specifically designed to approximate the wave-forms scattered

from the targets of interest.

Although parametric dictionaries may have a storage advantage, it is hard to come up

with a well-suited parametric dictionary for all sorts of data, particularly for classification

problems. Therefore, the MP dictionary may be learned using the training data. In the

following section, we discuss the dictionary learning methods for the MP algorithm:

2.2.2 Learning Dictionaries from Data

Given the training data, the MP dictionary can also be learned. Since these dictionar-

ies are tailored to the data, they give better approximations than the general parametric

dictionaries. Many different approaches have been adopted for the dictionary learning

problem, like clustering based methods, probabilistic methods, convex optimization meth-

ods and building dictionaries from smaller dictionaries. We discuss each of these methods

in the following sections:

Clustering based approaches. The K-SVD algorithm is a dictionary learning

algorithm that generalizes the K-means clustering algorithm by relaxing the K-means

constraint of using only one cluster to represent each xi [7]. It treats the dictionary

elements gj as the cluster centers and the coefficients wij as membership of a signal xi into

cluster gj. K-SVD minimizes the following:

min
D,W

{‖X −DW‖2
F} (2–21)

Subject to ‖wi‖0 ≤ T0, for i ∈ {1, . . . , N}.
X = [x1| . . . |xN ] ∈ <nxN is a column matrix of all signals xi. D = [g1| . . . |gM ] ∈ <nxM

is a column matrix of all dictionary elements. W ∈ <MxN is a matrix of all coefficients

of xi corresponding to dictionary element gj and wi is one row of W corresponding to

coefficients of xi. ‖.‖0 is called the `0 norm and counts the number of non-zero elements
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in a vector. Thus K-SVD enforces a strict sparsity constraint on total number of non-zero

coefficients for xi. ‖A‖F is called the Frobenius norm and is defined as ‖A‖F =
√∑

ij A2
ij.

Like K-means, K-SVD uses a two phase approach to update the values of W and

D. In the first phase, the dictionary coefficients W are updated using MP. In the second

phase, W is assumed to be fixed and only one column gk of D is updated at a time.

Let the kth row in W that gets multiplied with gk be denoted by wk. Then gkw
k can be

separated from Equation 2–21 as follows:

‖X −DW‖2
F =

∥∥Ek − gkw
k
∥∥2

F
(2–22)

where Ek = (X − ∑
j 6=k gjw

j) is the approximation error of all xi when the kth atom is

removed. The Singular Value Decomposition (SVD) of Ek will produce the closest rank-1

matrix that minimize the above error. After removing columns from Ek that do not use

gk, SVD of Ek yields Ek = U∆V T . The gk is replaced with the first column of U and wk

with the first column of V . All dictionary elements gj are updated using the same method.

Iterating through the two phases of K-SVD produces dictionary that approximates given

xi sparsely and accurately. K-SVD is an excellent state-of-the-art dictionary learning

that has been shown to give better dictionary learning performance than other existing

methods. However, the drawback of KSVD is that the total number of elements K is

heuristically chosen by human interpretation. Therefore, the problem of training a good

dictionary using K-SVD boils down to the cumbersome process of manually selecting a

good value of K.

Another clustering based dictionary learning algorithm has been presented by Schmid-

Saugeon and Zakhor [32]. Like K-SVD, it also treats dictionary members to be learned

as cluster centers and optimizes the following distortion measure between a normalized

training pattern x̄i and the dictionary member gj:

d(x̄i, gj,k) = 1− |〈x̄i, gj,k〉| (2–23)
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where gj,k represent the jth dictionary element at kth training iteration. Let X̄ be the

set of all training patterns, then the partition X̄j,k is a set of patterns having minimum

distortion with respect to a given code vector x̄j,k:

X̄j,k = {x̄i ∈ X̄|d(x̄i, gj,k) ≤ d(x̄i, gl,k),∀ l ∈ {1, . . . , M}} (2–24)

where all partitions are disjoint sets and the union of these partitions is equal to X̄. The

dictionary element gj is updated by minimizing the total weighted distortion in the set

X̄j,k. For this purpose, define two sets X̄
(+)
j,k and X̄

(−)
j,k of patterns having positive and

negative inner products with gj respectively. Let x̃i represent the energy of each pattern

x̄i. Then the update equation for gj,k+1 is given as:

gj,k+1 =

∑
xi∈X̄

(+)
j,k

x̃ix̄i −
∑

xi∈X̄
(−)
j,k

x̃ix̄i

∑
xi∈X̄j,k

x̃i

(2–25)

The derivation of Equation 2–25 can be found in [32]. Like K-SVD, it also learns a pre-

defined number of dictionary vectors. But for practical purposes, a dictionary pruning

method is also used where least frequently used or highly correlated dictionary elements

are excluded from the dictionary.

Probabilistic approach. The problem of sparse representation and dictionary

learning can also be framed probabilistically [33–36]. We want to match the probability

distribution of our input signals xi given the set of dictionary elements p(xi|D) as closely

to the probability distribution of input signals p(xi) as possible. For a given set of

input signals xi and the dictionary D, there can be infinitely many ways to choose the

coefficients w
(xi)
j . The choice of these coefficients determines the sparseness as well as the

accuracy of the solution. If we generate signals xi stochastically by drawing each w
(xi)
j

independently from some distribution, the probability distribution of the generated signal

will be:

P (X|D) =

∫
P (X|W,D)P (W ) dW. (2–26)
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where X = [x1| . . . |xN ] ∈ <nxN is a column matrix of all signals xi. D = [g1| . . . |gM ] ∈
<nxM is a column matrix of all dictionary elements and W ∈ <MxN is a matrix of all

coefficients of xi corresponding to dictionary element gj.

From Equation 2–6 we know that xi can be written as a sum of linear combination

of elements from the dictionary D and the residue R
(x)
p . If we assume the residue R

(xi)
p

to be Gaussian noise with variance σ2, then the probability of signals xi arising from a

particular choice of coefficients w
(xi)
j and given dictionary D can be written as:

P (X|W,D) =
1

Zσ

e−
|X−DW |2

2σ2 (2–27)

where Zσ is a normalization constant and |X −DW |2 denotes the squared sum over all

the residues
∑N

i=1

[
xi −

∑M
j=1 w

(xi)
j gj

]2

.

Since all the coefficients w
(xi)
j are assumed to be drawn independently, the probability

P (W ) is given by the product of the individual probabilities p(w
(xi)
j ). The distribution

over p(w
(xi)
j ) should be sparsity promoting, most of the coefficients in approximation of xi

should be zero or close to zero. Thus the probability distribution of activity of each w
(xi)
j

should be uni-modal distribution peaked at zero:

P (w
(xi)
j ) =

1

Zβ

e
−

βS

(
w

(xi)
j

)

σwj (2–28)

where Zβ and β are constants and σwj
is a scaling parameter. The function S(t) is a

suitable sparsity promoting prior [33–36].

Given this probabilistic framework of Equation 2–26, our goal is to find a set of

dictionary elements D such that:

D∗ = arg max
D

(log P (X|D)) . (2–29)

However, the above computation requires integration of P (X|D) over all values in W

which is in general intractable. Therefore, we evaluate P (X|W,D) only at the maximum

values of W . Therefore, the process of finding D becomes a two-step maximization
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problem as follows:

D∗ = arg max
D

(
max

W
log P (X|D)

)
. (2–30)

If we define J(X, W,D) = − log P (X|W,D)P (W ), then we have:

D∗ = arg max
D

(
max

W
J(X,W,D)

)
(2–31)

where

J(X, W,D) =
N∑

i=1

[
xi −

M∑
j=1

w
(xi)
j gj

]2

+ λ

N∑
i=1

M∑
j=1

S

(
w

(xi)
j

σwj

)
(2–32)

and λ = 2σ2
Nβ is a regularization constant that controls the sparsity of the solution.

Equation 2–32 is an unconstrained minimization problem and the solution can be obtained

by differentiating J(X,W,D) with respect to the coefficients w
(xs)
t and by gradient descent

over each dictionary element gt [33].

Convex optimization approach. The formulation of the dictionary learning

problem as a convex optimization problem is similar to the Equation 2–32, minimizing the

sum of squared residues and a sparsity constraint on the dictionary coefficients [37]. The

only difference is that convex optimization formulation imposes an additional constraint on

the vectors in D to have a norm equal to some constant c:

min
W,D

N∑
i=1

[
xi −

M∑
j=1

w
(xi)
j gj

]2

+ λ

N∑
i=1

M∑
j=1

S
(
w

(xi)
j

)
(2–33)

subject to
∑N

i=1 D2
i,j ≤ c ∀j = 1, . . . , M .

The optimization problem is convex in D while holding W fixed and convex in W

when D is held fixed, but it is not convex in both simultaneously. In Lee et al. [37], the

above objective is optimized by alternatively optimizing with respect to D and W while

holding the other fixed. For learning the dictionary D, the optimization problem is a

least squares problem with quadratic constraints. There are several approaches to solving

this problem, such as generic convex optimization solvers as well as gradient descent

using iterative projections [14]. For learning the coefficients W , the optimization problem
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is equivalent to a regularized least squares problem. For many differentiable sparsity

functions, gradient-based methods can be used to find the solution. However for the L1

sparsity function (i.e., the Laplacian prior function), the objective is not continuously

differentiable and the gradient-based methods are difficult to apply. In this case, generic

quadratic programming solvers or the interior point methods have been used [14].

A problem-domain specific dictionary learning algorithm is presented by Dangwei, et

al. [38] which deals with learning dictionaries for data scattered from various targets. For

each type of target, a separate dictionary is learnt by first calculating the representation

error:

E = Xm −DmWm (2–34)

where the subscript m represents the target class m. The dictionary Dm is updated by

finding the perturbation ∆Dm that accounts for the residual error:

(Dm + ∆Dm)A = Xm

⇒ ∆DmA = E

⇒ ∆Dm = (AHA)−1AHE

The superscript H denotes the complex conjugate transpose. The update equation for the

dictionary then becomes:

Dm = Dm + ∆Dm (2–35)

The dictionary is iteratively updated till a stopping criteria is met. Since this update

method involves matrix inversions, this method is not suitable for very large training data

and dictionaries.

Building dictionaries from smaller dictionaries. While designing the dictio-

naries for MP, computation speed and suitability of the dictionary for a given dataset

needs to be considered. However, the dictionary that is most suitable to the data may

not be computationally most efficient. To counter this speed issue, some sort of structure
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can be introduced in the dictionary. For example, Redmil, et al. [39] introduced a dictio-

nary learning method where each element in the learned dictionary D is composed of a

weighted sum of functions from a simpler elementary dictionary S. This structure makes it

possible to compute inner products of target signals xi with the dictionary D as weighted

summations of the elementary inner products with the dictionary S. Suppose gj ∈ D and

s1, s2 ∈ S are defined such that gj = c1s1 + c2s2. The the inner product of gj with xi can

be written as:

〈xi, gj〉 = c1 〈xi, s1〉+ c2 〈xi, s2〉 (2–36)

Therefore, the inner product computations can be implemented as fast two-stage filtering

structures with weights ck’s connecting each dictionary member in D to vectors in S.

However this technique adds to the storage requirement of the algorithm as now we also

need to store the dictionary S and its coefficients.

Neff and Zakhor [40] extended the idea of Redmill, et al. They assumed that the

dictionary D is trained using some dictionary training algorithm and is optimized to give

good approximations for the given dataset. To make D more computationally feasible,

they approximated the elements of D using a simpler dictionary S up to a user-defined

approximation accuracy parameter. The MP algorithm is used to approximate each

member of D using the dictionary S and the coefficients are stored. This also gives rise

to a two stage approximation system which can be implemented in an efficient way as

described in Redmill, et al. [39]. By varying complexity of the approximation of D, a

trade off between the coding efficiency and complexity of the resulting matching pursuit

encoder can be achieved.

Another two-stage dictionary learning and fast computation model has been presented

by Lin, et al. [41]. Similar to the approach of Neff and Zakhor [40], the dictionary D is

assumed to be already optimized by some other dictionary learning method. Principal

Component Analysis (PCA) is applied to the elements of D and the top K eigenvectors

corresponding to K largest eigenvalues are chosen to represent D. These eigenvectors are
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then approximated with the discrete wavelet transform using Haar wavelets. The Haar

wavelets are used because their filtering operations can be efficiently implemented in the

two-stage approximation system. To speed up the search for the dictionary element that is

most similar to the residue R
(x)
j at iteration j, the approximated dictionary is arranged in

a tree structure similar to that described in [21] and discussed in Section 2.1.5.

Another slightly different dictionary learning algorithm using sub-dictionaries is

presented by Lesage, et al. [42]. They consider the dictionary as a union of orthonormal

bases:

D = [D1, D2, . . . , DL] (2–37)

where Dj ∈ <n×n, j = 1, 2, . . . , L are orthonormal matrices. When D is constrained to be

the union of L orthonormal bases, the Lagrangian of Equation 2–33 for dictionary learning

becomes:

‖X −DW‖2 +
L∑

l=1

Tr
[
λl

(
AT

l Al − I
)]

(2–38)

where Tr[·] is the trace of a matrix, and I is the identity matrix. Such a dictionary is

quite restrictive and generally requires quadratic programming techniques [14] to solve

Equation 2–38. But the dictionary learning process can be expedited using the Block

Coordinate Relaxation (BCR) method [43]. To apply the BCR method, the coefficients

corresponding to each Dj need to be separated out in the matrices Wj:

W = [W1,W2, . . . ,WL] (2–39)

Each Dj is updated sequentially while keeping the rest of the dictionary fixed. For this

purpose, the residue matrix is computed while excluding the Dj being currently updated:

Ej = X −
∑

l 6=j

DlWl (2–40)

The singular value decomposition is then calculated on the product of Ej and Dj:

EjD
T
j = UΛV T (2–41)
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Then the update of the jth sub-dictionary is done by Dj = UV T . Detailed derivation of

this modified BCR method can be found in Lesage, et al. [42].

2.2.3 Dictionary Pruning Methods

As discussed in the Section 2.1, the dictionaries used for MP approximations are an

overcomplete set of vectors in a Hilbert space. Overcompleteness of a set means that it

has more members than the dimensionality of its members (i.e., n > M). The advantage

of overcompleteness of a dictionary is its robustness in case of noisy or degraded signals.

Also, it introduces greater variety of shapes in the dictionary, thus leading to sparser

representations of a variety of input signals.

Overcompleteness of dictionaries for sparse representations is certainly desirable.

However, there are no set guidelines about choosing the optimal size of a dictionary. For

example, for an n-dimensional input signals, both a size n + 1 and 2n dictionary may be

considered overcomplete. A bigger dictionary may seem to give more variety of shapes,

but it also adds to approximation speed. Also, bigger may not always be better as the

dictionary can contain some similar looking elements or some elements that are seldom

used for representation. Excluding such elements can enhance the encoding speed of the

dictionary but will not compromise its approximation accuracy.

The importance of a dictionary member can be judged on two factors, the first being

its frequency of usage, or how many times a dictionary member gj has been used in

approximation of signals xi from the given dataset X. If gj is seldom or never used, it may

be excluded without much loss. Secondly, how different gj is from the other members of

the dictionary. If there is some dictionary element gk which closely resembles gj, it can be

used in place of gj for approximations. Therefore, gj can be excluded from the dictionary

D.

Using the above factors, some heuristic dictionary pruning methods have been

proposed in the literature. For example, Schmid-Saugeon and Zakhor [32] proposed

a clustering based dictionary learning algorithm. It is discussed in the Section 2.2.2.
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After the dictionary has been trained, the least-frequently used elements from the final

dictionary are pruned. Also the pair-wise cross-correlation between dictionary members is

carried out and similar looking elements are removed, while keeping the performance at

almost the same level. Similarly Czerepinski, et al. [44] excluded atoms based on usage-

frequency from the 2-D separable Gabor dictionary proposed by Neff and Zakhor [5]. In

several methods [45, 46], a dictionary member is pruned if it can be expressed as a linear

combination of other members of the dictionary.

Adopting a slightly different approach, instead of starting from a bigger dictionary

and pruning its members, Monro [47] builds a dictionary from scratch based on the

usefulness of the candidate elements. In fact like MP, this basis picking method is also

greedy in nature. Every member of the training dataset is approximated with only one

element from a pool of candidate dictionary elements of Gabor dictionary. Whichever

element gives the overall best approximation performance is chosen as the first dictionary

member of the new dictionary. For choosing subsequent dictionary elements, the training

dataset is approximated using the elements of the new dictionary and one element of the

candidate dictionary at each iteration. Whichever dictionary element gives the overall best

performance is entered into the new dictionary. This process terminates when the desired

dictionary size is achieved.

As noted earlier, all the dictionary pruning methods are based on usage frequency

and similarity of dictionary members. However, all these methods are quite application

dependent heuristic methods. We have not come across a general dictionary pruning

method with a sound theoretical foundation.

2.3 Classification Using Matching Pursuits

Although the main application of the Matching Pursuits algorithm is signal compres-

sion and representation, it has also been adopted for classification purposes. Since the

goal of the Matching Pursuits approximation is to produce accurate signal representations,

these approximations retain maximum information contained in the original signals. The
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only difference is that in the MP approximations, this information is organized in a usable

form of chosen dictionary elements sequence and the corresponding coefficients. Therefore,

this dictionary and coefficient information has been used as a feature extraction step for

discrimination-based classifiers and also to build model-based classification applications. In

the following sections, we discuss these methods in detail.

2.3.1 Discrimination Based Approaches

The most common application of the MP algorithm to discrimination based classifiers

is at the feature extraction step. The dictionary and coefficient information produced by

MP approximation of signals is used to build feature vectors that are used to train the

classifiers. Besides the use of MP for feature extraction, there is also a useful extension to

the basic matching pursuit algorithm, called the Kernel Matching Pursuit (KMP), that

is specifically designed to build a kernel-based classifier by applying the MP algorithm

on signals in the kernel domain. KMP has been shown to rival the performance of

the support vector machines while giving an explicit control over the sparsity of the

solution. Additionally, the signal approximation techniques of matching pursuit and

linear discriminant analysis can also be combined to produce a sparse linear discriminant

classifier. All these approaches of using the MP algorithm for discrimination based

classification are discussed in detail in the following sections.

Matching pursuits as feature extractor. The matching pursuit algorithm

can be used to extract features from the signal-based datasets. The general approach

to MP based feature extraction is to first find the matching pursuit approximation of

each training pattern. Then the ordered list G of dictionary elements chosen at each

MP iteration, called the projection sequence, and the corresponding coefficients W are

used to build the feature vectors for training the classifier. The advantage of using the

MP algorithm for feature extraction is that it not only gives an accurate description

of the patterns in terms of its features, but it also provides an explicit control over the

dimensionality of the feature vector. The amount of information recorded in the feature
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vector can be altered by increasing or decreasing the number of MP iterations used for

approximations. However, the exact construction of the feature vectors will vary based on

the specific application and the type of classifier being used.

The features extracted using the MP algorithm can be used to train a neural network

classifier. For example Herrero, et al. [48] extract features from electrocardiogram (ECG)

signals using MP and used them with the Multilayer Perceptron Network (MLP) [3] for

heartbeat classification. For each class ci, projection sequence Gi is chosen that gives the

best MP approximation of its class members. For a test point t, MP coefficients W
(t)
i and

residue R
(t)
i are found by projecting it onto each Gi. In order to discriminate between

various classes using this information, the W
(t)
i and R

(t)
i from all classes are concatenated

together to build the feature vector. This feature vector is then fed into the MLP to

determine the class label of t. Several authors [49, 50] use the Gabor dictionary (Equation

2–16) for MP feature extraction. Parameters of dictionary elements in the projection

sequence of the training signals and their corresponding coefficients are used to train the

Radial Basis Function Network [3] for classification. Similarly Krishnapuram, et al. [51]

use Gabor dictionary parameters and their coefficients as features with the Support Vector

Machine [3] for object detection in images.

When temporal or spatial relationships exist between the observations of an event

and can be expressed as a state sequence using the feature vector, Hidden Markov Models

(HMM) [52] can be used for classification. Bharadwaj, et al. [31] use the MP features with

the HMM to identify targets based on their scattered data. Based on target complexity

and sensor bandwidth, each target responds differently under various target-sensor

orientations. Therefore, the sequence of responses for an object over various observations

is characterized as the state model of the HMM. A feature vector for data collected at

each angle is built by concatenating parameters of the dictionary elements and coefficients

chosen at each MP iteration. These features vectors are then used to train HMMs for

each target type. The sequence of responses for a test pattern is shown to each HMM
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and the class label is assigned based on the maximum likelihood of each model. Similar

approaches [53–55] also use MP as feature extractor and HMM for classification and object

recognition.

Other classifiers that have been used with the MP feature extraction method include

the stepwise logistic regression analysis [56] and adaptive neuro-fuzzy inference system

[57].

Although the dimensionality of the features generated using the MP algorithm is

lower than that of the input signals, their dimensionality can be further reduced using

the Linear Discriminant Analysis (LDA) [3]. This approach has been used to map the

MP feature vectors into lower dimensions where linear boundaries can be drawn between

classes for classification [58, 59].

Kernel matching pursuit. The Kernel Matching Pursuit (KMP) is a useful

extension of the matching pursuit algorithm that builds a Kernel-based dictionary to

adopt the MP algorithm for the machine-learning problems [60]. Given the training set

X = {x1, x2, . . . , xN} and corresponding class labels Y = {y1, y2, . . . , yN}, machine-

learning applications try to learn the function f(x) such that for each training pattern

xi, f(xi) = yi. Therefore, when presented with a test point xt, the function f(xt) tries to

predict its class label yt. To learn f(x), the Kernel-based learning algorithms represent

f(x) as a linear combination of terms K(x, xi), where K is a symmetric positive definite

kernel function. Since the MP algorithm also writes a signal as a linear combination of

elements from a dictionary, we can learn the function f(x) using the MP algorithm, using

the terms K(x, xi) as our dictionary. The function learned in such a way will essentially

have the same form as a Support Vector Machine (SVM) [3], which is a popular Kernel-

based classifier. However, the sparsity of solutions found by the SVMs is not controllable

and these solutions are often not very sparse. On the other hand, the MP algorithm allows

a direct control over the sparsity of the solution.
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Given a kernel function K : <N × <N → <, the KMP uses the kernels centered

on the training points: D = {gi = K (·, xi) |i = 1, . . . , N} as the dictionary. Then the

approximation of f(x) using KMP algorithm is given by:

f̂N (x) =

p−1∑
j=0

wjK
(
x, xγj

)
+ b (2–42)

where γj represents the index of the training pattern whose corresponding kernel function

K
(
x, xγj

)
was chosen as the dictionary element at the jth iteration of the KMP. The

constant b is called the bias term which may be included to offset the approximated

function f̂N(x). Note that b is not the pth residue as here we are only dealing with the

approximated function f̂N(x) and not the original function f(x). The choice of the kernel

function K is usually problem-specific. Two commonly used kernel functions are the

Gaussian kernel function and the polynomial kernel function [3].

Since KMP is an extension of MP designed specifically for classification, it finds

application in various problem domains. For example a classification-oriented image

compression technique has been presented by Chang and Carin [61]. The wavelet-based set

partitioning in hierarchical trees (SPIHT) image compression technique tries to minimize

the mean squared error (MSE) between the original and the decoded image. However, the

wavelet coefficients chosen by the MSE criteria may not be suitable if the decoded image

will be used for classification or image recognition purposes. Therefore, Chang and Carin

first ranked wavelet coefficients using KMP to choose coefficients useful for discrimination

purposes before compressing them using SPIHT. Similarly Stack, et al. [62] use the KMP

algorithm to rank the features to choose an optimal set for classification.

Zhang et al. [63], have used the KMP for detection of buried unexploded ordnance

(UXO) targets. They build the Fisher information matrix of the training data X to choose

a subset XS that is most informative in characterizing the distribution of the target test

site and whose members can be used to build the kernel dictionary. The KMP classifier
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is then trained using another subset of training data whose class labels are the most

informative.

The idea of choosing a subset of the training data for building the dictionary and

f̂n(x) is quite useful when the training dataset is large and using the whole dataset will

considerably increase the computation time without adding to the classification fidelity.

Therefore, Popvici et al. [64] have introduced a stochastic version of KMP. Assuming a

probability distribution over the training patterns used to build the kernel dictionary, at

each iteration j the dictionary is first randomly sampled to build a subset DS from the

original dictionary D. The selection of the dictionary element K
(
x, xγj

)
is then made

from DS instead of the whole dictionary D. This gives rise to a weak greedy algorithm, but

also considerably speeds up the computations.

Other applications of KMP include detecting airports in aerial optical imagery [65]

and simultaneously learning multiple classifiers [66].

Convex optimization method. The sparse signal representation methods like

matching pursuits and PCA find the approximations of signals that are optimized for

accurate representations. On the other hand, discriminative methods like LDA find

representations that are well suited for classification of signals. Combining sparse signal

approximations with discriminative methods gives representations that are capable of

robust classification in the presence of noise. Therefore, Huang and Aviyente [67] have

presented a theoretical framework for such signal classification that combines the objective

function of LDA with sparse representation. Let X be a matrix containing all input

signals xi, D be the matrix of all dictionary elements, W the matrix of coefficients of X

corresponding to D and w(xi) a vector of coefficients for xi. Each xi also belongs to a class

Cj where 1 ≤ j ≤ C and Nj denotes the number of samples belonging to class Cj. Then
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the objective function is given as:

J (W,λ1, λ2) =

∥∥∥∑C
j=1 Nj(mj −m)(mj −m)T

∥∥∥
2

2∑C
j=1 s2

j

− λ1 ‖X −DW‖2
2 − λ2

N∑
i=1

∥∥w(xi)
∥∥

0

(2–43)

The first term in J is the standard Fisher discriminant that maximizes the ratio of

between-class scatter and the within-class scatter. The mean mj is defined as:

mj =
1

Nj

∑
x∈Cj

w(x) (2–44)

Note that the mean is over the dictionary coefficients of the input signals instead of the

actual signals. Similarly the variance s2
j is defined as:

s2
j =

1

Nj

∑
x∈Cj

∥∥w(x) −mj

∥∥2

2
(2–45)

Therefore the first half term in Equation 2–43 tries to maximize the separation between

the MP coefficients of patterns belonging to different classes. The second and third terms

make the standard sparse approximation objective function with a sparsity constraint on

the number of non-zero elements in w(xi). With suitable choice of λ1 and λ2, the solution

of Equation 2–43 gives sparse dictionary coefficients that maximize the separation between

various classes.

2.3.2 Model Based Approaches

The dictionary and coefficient information provided by MP decomposition can be

used to build models for each class in the classification problem. The general idea behind

building model-based classification applications using MP is that a test pattern is assigned

to a class based on some comparison measure with all the class models. These class

models can be built by saving projection coefficients of dictionary coefficients of training

patterns or by generating separate dictionaries for each class. The MP decomposition

information can also be used to build matching filters to locate objects in images. These

model-based methods are discussed in further detail in the following sections.
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Coefficient comparison models. In this method of building MP based models,

the ordered list of dictionary elements chosen during MP iterations of the training signals

and their corresponding coefficients are saved. The test pattern is assigned a class label

by projecting it onto the dictionary sequence of models of each class and by comparing

the resulting coefficients. This approach has been adopted by Pham, et al. [25], where

they are concerned with object and pose recognition problem. Each object in class d is

parameterized by three variables, the row index x, the column index y and the orientation

φ. The image is represented as f (d)(x, y, φ). At the coarse recognition level, the task is to

identify the object class d of a test image f(x, y):

d∗ = arg min
d

{
min

φ

∑
x,y

(
f (d)(x, y, φ)− f(x, y)

)2

}
, (2–46)

and at the find level, the task is to identify the orientation φ:

φ(d) = arg min
φ

∑
x,y

(
f (d)(x, y, φ)− f(x, y)

)2
. (2–47)

These two tasks are quite similar as both require comparisons between f (d)(x, y, φ) and

f(x, y). The model is built for f (d)(x, y, φ) by approximating it using the MP algorithm

and storing the chosen sequence of dictionary elements and the coefficient information.

The Gaussian derivatives dictionary (Equation 2–19) is used for this purpose. The test

image f(x, y) is compared with f (d)(x, y, φ) by projecting it on the sequence of dictionary

elements of its model and comparing the corresponding coefficients. In order to efficiently

implement this recognition system, the Gaussian derivative dictionary is approximated by

cubic B-splines. This approximation reduces the Equations 2–46 and 2–47 to the problem

of solving polynomials of degree six, which can be implemented efficiently [25].

Separate dictionaries for all classes. MP-based model-based classification

applications can also be built by generating separate dictionaries for each class type. The

test pattern is approximated using the respective dictionary of each class. It is assigned

the label of the class whose dictionary gave the minimal approximation error. This
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approach has been adopted to perform rotation and scale invariant object recognition

[28, 68]. The authors use the anisotropic refinement atoms (Equation 2–18) to generate

a separate dictionary for each target type. The MP approximation for the representative

image of each target class is found using the anisotropic refinement dictionary to choose

as subset Oci
of dictionary elements to represent the target class ci. Keeping the intrinsic

relations of Oci
intact, its scaled and rotated versions are introduced in the dictionary

corresponding to the class ci. Using these flexible class-specific dictionaries, the rotated

and scaled versions of each target ci can be found in a test image. A similar approach

is also used by Dangwei et al. [38] where a separate dictionary is trained for each class.

Their dictionary learning algorithm is discussed in the Section 2.2.2 under the heading

Convex Optimization Approach.

Matching pursuit filters. Matching pursuit can be used to build filters to detect

certain objects in the images [69]. The matching pursuit filters (MPF) are built by finding

the MP decomposition of the object of interest in the sample image. The dictionary ele-

ments, their relative positions with respect to an origin and the corresponding coefficients

are stored for an MPF. For locating an object in an image, the MPF can be compared in

two ways with the test image. In first method, MPF can be correlated with every pixel

location in the image like an ordinary filter. In the second approach, the image can be

projected onto the dictionary elements of the MPF and the corresponding coefficients

can be compared to ascertain the presence of the object of interest. Care must be taken

in choosing the total number p of dictionary elements chosen to build MPF as using too

many coefficients will record too much information or even noise in the MPF that may

not generalize well to all instances of the object. On the other hand, choosing p to be very

small will not record enough information of the object of interest in the filter to be able to

differentiate it from other objects in the image.

If there is more than one sample for the object of interest, the MPF coefficients

need to be learned by optimizing the coefficients of all these samples together. Let
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X = {x1, x2, . . . , xN} be the set of sample images to compute the MPF. At each iteration

i of MP, the dictionary element that gives the compact clustering of coefficients for each

xi is chosen. The same dictionary element is chosen for all members of X and their

coefficients are computed separately. Let W
(xi)
j =

[
w

(xi)
1 w

(xi)
2 . . . w

(xi)
j

]
be the vector

representing the dictionary coefficients for xi chosen until the iteration j and R
(xi)
j+1 be the

corresponding residue. Then the dictionary element at the j + 1st iteration is chosen as:

gj+1 = arg min
g∈D

(
1

N

N∑
i=1

∥∥∥µ−
[
W

(xi)
j

〈
R

(x)
j+1, g

〉]∥∥∥
)

(2–48)

The dictionary element chosen at the iteration j + 1 is that which gives minimum

variance of coefficients from all xi around the mean µ when its inner product
〈
R

(x)
j+1, g

〉

is concatenated to the end of the coefficient vector W
(xi)
j . The mean µ is simply the

average of
[
W

(xi)
j

〈
R

(x)
j+1, g

〉]
for i = 1 . . . N . Similar to the single training image MPF,

this multi-image MPF also consists of an ordered list of p dictionary elements and their

corresponding coefficients. The identification of object in the test image is carried out in

the same way as it was done with a single-image MPF. The MPF filters have been applied

to face recognition [70, 71] and have been used to interpret road signs from images [72].

Although MPFs have been shown useful for face [70, 71] and road signs [72] recogni-

tion, the dictionary element choosing procedure employed by multi-image templates may

not produce the best filters for the objects of interest. Even if all the training images have

been centered and normalized, they may still have differences in their shape and intensity

variations. Therefore, a dictionary element chosen for one image at a particular location

may not be the most suitable for another image. Hence, the dictionary element chosen by

minimizing the variance of all the coefficients may not have been the preferred choice for

each individual image. Such choice of dictionary elements can not only lead to suboptimal

MP approximations, but can also produce false artifacts in images after subtraction of the

dictionary element from the current residue. Therefore, instead of trying to optimize MP
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coefficients of all images simultaneously [70], taking the mean image of all the training

images and finding MPF from it using the single-image method may produce better filters.
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CHAPTER 3
TECHNICAL APPROACH

A model-based classification method for very high-dimensional signals is presented

which is capable of detecting outliers in the test data. This method achieves the following:

• Perform reliable shape-based comparisons of high-dimensional signals.
• Automate the feature selection process.
• Automatically identify outliers in test data.
• Build an accurate, robust and reliable model-based classifier.
• Minimize human intervention in feature selection and classification process.

The method is based on the modification of the matching pursuits (MP) algorithm,

commonly used for signals approximation and representation, for classification purposes

coupled with a novel dissimilarity measure and competitive agglomeration (CA) clustering.

The biggest strength of the MP algorithm is that given a dictionary, it is a general

method that can be used to approximate signals of any type without modifying the basic

algorithm. As discussed in the Chapter 2, the matching pursuits algorithm has previously

been used in some classification applications. However, all these applications are strictly

bound to their respective problem domains, thus making their generalization difficult.

Therefore, we devise a generalized matching pursuits dissimilarity measure (MPDM) that

requires no assumptions about the data.

The MP dictionary is the basic ingredient of the feature extraction process. However,

it is bound to domain knowledge. Therefore, we automate the dictionary learning process.

For this purpose, we generalized the state-of-the-art dictionary learning algorithm K-SVD

[7]. Using MPDM and the competitive agglomeration (CA) clustering algorithm, our

enhanced K-SVD algorithm automates the dictionary learning process by discovering the

total number of required dictionary elements during training. We call this algorithm the

Enhanced K-SVD (EK-SVD) algorithm.

In the end, we adopt a Bayesian approach to model-based classification. This ap-

proach uses MPDM for shape-based comparisons with the CA clustering algorithm to

build models for classification. We call this algorithm CAMP, as an abbreviation of CA
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and MPDM. The CAMP algorithm is also used to define an automated outlier detection

method.

We discuss our methods in detail in the following sections:

3.1 Matching Pursuits Dissimilarity Measure

The Matching Pursuits approximations produce three sets of outputs, each of which is

useful for comparison purposes, namely the projection sequence, the coefficient vector and

the residue. The projection sequence of x is the ordered list of dictionary elements chosen

to approximate x, represented as G(x) = {g(x)
dγ0

, g
(x)
dγ1

, . . . , g
(x)
dγp−1

}. The coefficient vector is

the set of coefficients w
(x)
i denoted by W (x,G(x)) = {w(x)

0 , w
(x)
1 , . . . , w

(x)
p−1} and residue is

the final residue R
(x)
p of x after p iterations, denoted by R(x, G(x)), when x is projected on

its projection sequence G(x).

G(x), W (x,G(x)) and R(x,G(x)) completely define a signal x. Therefore, to compare

two signals x1 and x2, we should compare all three factors. Excluding any of these can

result in false matches. This can be demonstrated with examples shown in Fig. 3-1. Fig.

3-1-A shows two dictionary elements chosen from the parametric Gaussian dictionary

(Equation 2–19). By varying the coefficients of g1 and g2, signals of various different

shapes can be constructed as shown in Fig. 3-1-B. Note that both x1 and x2 in Fig. 3-1-B

have zero residues as they were constructed as linear combinations of g1 and g2. However,

the signals shown in Fig. 3-1-C have very similar MP coefficient vectors, but their residues

are very different (W (x1, G(x1)) = (13, 5), ‖R(x1, G(x1))‖ = 0.25, W (x2, G(x2)) = (13, 2)

and ‖R(x2, G(x2))‖ = 83.66.)

Therefore, in order to compare two signals x1 and x2, we need to compare all three

factors. This can be done by projecting x1 onto the projection sequence G(x2) of x2 and

noting the corresponding coefficient vector W (x1, G(x2)) and the residue R(x1, G(x2)).

Based on these factors, the matching pursuits dissimilarity measure (MPDM) is defined as:

δ(x1, x2) =
√

αDR(x1, x2) + (1− α)DW (x1, x2). (3–1)
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where DR(x1, x2) is the magnitude squared of the difference between the residues of x1 and

x2 when both are projected onto the projection sequence G(x2) of x2:

DR(x1, x2) = ‖R(x1, G(x2))−R(x2, G(x2)‖2 (3–2)

and DW (x1, x2) compares their corresponding MP coefficients similarly:

DW (x1, x2) = ‖W (x1, G(x2))−W (x2, G(x2))‖2. (3–3)

and α determines the relative importance of DR(x1, x2) and DW (x1, x2) in Equation 3–1.

The MPDM compares two signals by projecting them onto the subspace defined by

G(x2). The value of the residue term DR(x1, x2) compares the distance of x1 and x2 from

this subspace. The value of the coefficient term DW (x1, x2) compares the distance between

projections of x1 and x2 within the subspace G(x2). Note that the projection of x1 and x2

onto the subspace of G(x2) is not necessarily orthogonal unless the orthogonal matching

pursuit or some other explicit orthogonalization method is used. However, if the dictionary

forms an orthogonal basis and all its elements are used in the approximation (i.e., p = M)

then the approximation is exact. But usually in applications where the MPDM is used,

the signals or images are very high-dimensional (hundreds or thousands of dimensions)

and the dictionaries are not orthogonal. Also, for ease of computation, the number of

dictionary elements used is much smaller than the size of dictionary (i.e., p << M).

The α parameter. The parameter α ∈ [0, 1] determines the relative importance of

the residues and coefficients in the final value of δ. The α value can be set to obtain many

different types of comparisons using the MPDM. For example, if we are mainly interested

in comparing the distance of two points x1 and x2 from a reference subspace G(x), we

would like to set α closer to one, giving more weight to the residues. The effect will be like

comparing the shape of two signals while disregarding their actual intensity values. On

the other hand, if we ignore the residues and are only interested in comparing the distance

between images of x1 and x2 in the subspace G(x2), we would want to set α closer to
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zero. This will yield a comparison of intensities of the two signals, regardless of whether

their shapes match or not. Figure 3-2 illustrates the role of α in determining the type of

comparison being made using the MPDM.

Comparing compressed signals. The reason the MPDM can work well with high-

dimensional data is that its complexity does not depend upon the dimensionality of the

input signals, instead it depends on the total number p of dictionary elements used. If the

residue of x2 is negligible, we can discard it. Then we only need to store the projection

sequence G(x2) and the corresponding coefficients W (x2, G(x2)) of x2 for comparison. In

that case, the MPDM has the property that it can compare two signals while working

on compressed data. This property of MPDM can be quite useful where the data is very

high-dimensional and the system has limited storage resources.

Symmetry of the MPDM. The MPDM is not a symmetric measure. However, it

can be made symmetric as follows:

δ̄(x1, x2) =
1

2
(δ(x1, x2) + δ(x2, x1)) (3–4)

The MPDM as a metric. When an MP dictionary forms an orthogonal basis and

α = 0, the MPDM reduces to the Euclidean distance. In that special case, MPDM is a

metric. Although MPDM is not a metric except in this special case, it can be shown that

when α ∈ (0, 1), the symmetric MPDM δ̄(x1, x2) is a pseudometric:

A metric on a set X is a function d : X × X → <, which satisfies the following four

conditions for all x1, x2, x3 in X:

• d(x1, x2) ≥ 0
• d(x1, x2) = d(x2, x1)
• d(x1, x2) = 0 ⇔ x1 = x2

• d(x1, x3) ≤ d(x1, x2) + d(x2, x3)

If a dissimilarity measure satisfies only the first three conditions, it is called a pseudomet-

ric. The symmetric MPDM δ̄ defined in Equation 3–4 satisfies the first two conditions

by construction. The third condition is satisfied when α ∈ (0, 1). However, it may not
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always hold when α = 0 or α = 1. When α = 0 and W (x1, G(x2)) = W (x2, G(x2)), then

d(x1, x2) = 0, despite x1 6= x2 and the third condition will not hold. Figure 3-1 shows

one such example where the coefficients of x1 and x2 are quite similar. Also, in a very

unlikely situation, it may be possible for two signals with different projection sequences

and different coefficient vectors to have the same residues. Therefore, the third condition

may not always hold when α = 1.

For α ∈ (0, 1), the third condition of δ̄ being a pseudometric can be proved by

contradiction. Suppose that x1 6= x2 but δ̄(x1, x2) = 0, which also implies that δ(x1, x2) =

0 and δ(x2, x1) = 0. If δ(x1, x2) = 0, it means that the residues R(x1, G(x2)) and

R(x2, G(x2) are equal and also the coefficients W (x1, G(x2)) and W (x2, G(x2)) are equal

to each other respectively. Since the residues of two different signals can be the same,

we will only investigate the equality of W (x1, G(x2)) and W (x2, G(x2)). Note that in

the MPDM we compare these coefficient vectors using the Euclidean distance, which is

a metric and satisfies condition 3. Therefore, W (x1, G(x2)) and W (x2, G(x2)) have to

be the same for δ(x1, x2) to be equal to 0. Now W (x1, G(x2)) and W (x2, G(x2)) were

obtained by projecting both x1 and x2 on the same projection sequence G(x2). However,

the iterative greedy projection method of MP assures that each signal x has a unique

projection sequence G(x), coefficient vector W (x,G(x)) and residue R(x,G(x)). Therefore,

if the projection sequence, residue and the coefficient vector of x1 and x2 are exactly the

same, it must be that x1 = x2. This contradicts our assumption. Therefore, δ̂(x1, x2) is a

pseudometric.

3.2 Dictionary Learning Using the EK-SVD Algorithm

A preliminary dictionary learning method. A preliminary effort to automate

the dictionary learning and pruning process, we presented an application-specific dictio-

nary learning method in Mazhar et al. [73]. The high-dimensional training signals are

segmented based on their zero crossings. The dictionary obtained in this manner may have

many elements of similar shape with different displacements. Therefore, the dictionary
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needs to be pruned to make it concise. A two-threshold sequential clustering algorithmic

scheme was used to prune the dictionary by clustering similar elements together [74].

Clustering is made invariant to signal displacement by clustering the power spectra of

signals using the Euclidean norm. Cluster centers of all clusters are then used as the ele-

ments of the dictionary. Since the shift information was removed from the dictionary, the

correct shift of each dictionary element during MP iteration can be found by correlating it

with the current residue.

Unlike the compression applications of MP where the dictionaries need to be highly

redundant to give good approximation results, this dictionary can be very compact as it

is used for classification purposes. The dictionary only needs to be expressive enough to

approximate signals reasonably well for classification and differentiation purposes but it

is not necessarily required to give accurate approximations from the signal reconstruction

standpoint. Therefore, the emphasis is on making dictionary quite compact as it gives

speed advantage during computations.

The above method summarizes the use of an automated dictionary learning method

for a classification application. However, the above method is a sequential-clustering based

method. The advantage of using sequential-clustering is that it discovers the required

number of clusters, thus eliminating the need to specify the total number of clusters

beforehand. But its biggest disadvantage is its sensitivity to initialization and to the order

in which the data is presented. Therefore, sequential-clustering may fail to produce a

globally optimal partitioning of data.

Dictionary learning as a fuzzy clustering problem. As noted in Section

2.2.2, the dictionary learning problem can be interpreted as a clustering problem. Each

dictionary element is treated as a cluster center cj, while the coefficients of each signal

xi corresponding to cj are treated as its membership uij in the jth cluster. Usually the

dictionary learning problem is interpreted as a hard clustering problem where each xi

can be a member of only one cluster at a time. The most notable of such algorithms is
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the K-SVD algorithm that generalizes the K-means clustering algorithm [7]. However,

while treating dictionary learning as a clustering problem, each signal xi should be allowed

membership with p clusters, where p is the total number of dictionary elements used for

MP approximation of xi. Therefore, it is more logical to treat the dictionary learning

problem as a fuzzy clustering problem instead of a hard clustering problem.

In the following subsection, we formally establish the relationship between the

matching pursuits and the fuzzy clustering algorithms. This relationship will help us

to develop a fuzzy clustering based dictionary learning algorithm in the subsequent

subsection.

3.2.1 Relationship Between the Matching Pursuits and the Fuzzy Clustering
Algorithms

Fuzzy clustering is the type of clustering algorithms that allows a data point xi

to have membership in more than one cluster simultaneously [74]. Give the dataset

X = {xi}N
i=1 and the cluster centers C = {cj}M

j=1, the fuzzy C-means (FCM) algorithm

minimizes the following cost function:

J(C, U,X) =
M∑

j=1

N∑
i=1

u2
ijd

2(xi, cj) (3–5)

subject to
M∑

j=1

uij = 1, ∀ i ∈ {1, . . . , N} (3–6)

where d2(xi, cj) is the squared distance or dissimilarity of xi to the cluster center cj and

uij ∈ [0, 1] represents the degree of membership of xi in the cluster represented by cj.

In sparse signal approximation algorithms, like MP, given a dictionary D = {gj}M
j=1,

p dictionary members take part in sparse representation of a signal xi. Therefore at any

given time, a signal xi is similar to p ≥ 1 dictionary members. This concept is similar

to the fuzzy clustering. In fact, a direct correspondence between the fuzzy clustering

memberships uij and the dictionary coefficients wij for MP can be established. The MP

approximation of a signal xi conserves its overall energy between the chosen dictionary
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coefficients and the residue. From Equation 2–7 we have:

p−1∑

k=0

|wik|2
‖xi‖2 +

‖Ri‖2

‖xi‖2 = 1 (3–7)

or by summing over all dictionary elements we get:

M∑
j=1

|wij|2
‖xi‖2 + R̄i = 1 (3–8)

where only p dictionary coefficients corresponding to the MP approximation of xi are

non-zero and R̄i is the normalized residue of xi.

The relation in Equation 3–8 is similar to the fuzzy clustering constraint in Equation

3–6, with an additional term R̄i. Therefore, assuming the dictionary elements gj to be

cluster centers and the normalized dictionary coefficients in Equation 3–8 to be the

memberships of xi with gj, the simultaneous sparse representation and dictionary learning

problem can be framed as a fuzzy clustering problem as follows:

J(D,U,X) =
M∑

j=1

N∑
i=1

u2
ijd

2(xi, gj) (3–9)

Subject to:

• ∑M
j=1 uij = 1− R̄i, for all i ∈ {1, . . . , N}

• ‖ui‖0 = p

where ui = [ui1 ui2 . . . uiM ]T is a vector containing memberships of xi in all gj and ‖.‖0

is called the l0 norm that counts the number of non-zero coefficients in a vector. The

normalized dictionary coefficients for MP are the memberships uij of fuzzy clustering:

uij ≡ |wij|2
‖xi‖2 (3–10)

Therefore, the first constraint on Equation 3–9 is exactly the Equation 3–8. The relation

between uij and wij establishes a correspondence between the MP and the fuzzy clustering

algorithms, allowing a fuzzy clustering problem to be interpreted as an MP problem and

vice versa. To convert a fuzzy clustering problem into an MP problem, we use the fact
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that since MP is a greedy algorithm, the dictionary coefficients wik become smaller as the

iteration number k increase. Therefore, the relation wi1 ≥ wi2 ≥ . . . ≥ wip−1 is always true.

Hence, the order in which MP should choose dictionary elements for xi can be obtained by

sorting the memberships uij in descending order. Their corresponding unsigned dictionary

coefficients are obtained using the relation in Equation 3–10. The sign of wik can be

resolved by checking if 〈xi, wik〉 > 〈xi,−wik〉 or vice versa. Similarly, an MP problem can

be converted into a fuzzy clustering problem by using Equation 3–10 and treating the

dictionary elements as the fuzzy cluster centers.

3.2.2 The Enhanced K-SVD Algorithm

Once the correspondence between the MP and the fuzzy clustering algorithm is

established, we can use the fuzzy clustering concepts to learn an MP dictionary. We would

also like to introduce a method in dictionary learning where the redundant dictionary

elements can be eliminated during training. For this purpose, we use the competitive

agglomeration fuzzy clustering algorithm for learning the MP dictionary. The advantage

of using CA is that like sequential clustering, it discovers the required number of clusters

during training. However, it avoids the weaknesses of sequential-clustering by producing a

globally optimized solution, while optimizing the specified constraints. The CA algorithm

is discussed in appendix A. Thus the automated dictionary design algorithm is defined by

the following objective function:

J(D, U,X) =
M∑

j=1

N∑
i=1

u2
ijd

2(xi, gj)− η

C∑
j=1

[
N∑

i=1

uij

]2

(3–11)

Subject to
∑M

j=1 uij = 1 − R̄i, for i ∈ {1, . . . , N} and ‖ui‖0 = p. Note that Equation 3–11

is same as the objective function of CA, except the constraint. The R̄i is the normalized

residue of the signal xi. The MPDM is used as the dissimilarity measure between xi

and gj. Since gj is a dictionary element, its projection sequence contains only itself (i.e.,
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G(gj) = {gj}). Therefore the MPDM reduces to:

δ2(xi, gj) = α‖xi − wijgj‖2 + (1− α)‖wij − 1‖2. (3–12)

The values of uij are updated by minimizing Equation 3–11. For this purpose, we

apply Lagrange multipliers to obtain:

J =
M∑

j=1

N∑
i=1

u2
ijδ

2(xi, gj)− η

C∑
j=1

[
N∑

i=1

uij

]2

−
N∑

i=1

λi

(
C∑

j=1

uij − 1 + R̄i

)
(3–13)

Assuming D and X fixed, we obtain:

∂J(D,U,X)

∂ust

= 2ustδ
2(xs, gt)− 2η

N∑
i=1

uit − λs = 0 (3–14)

⇒ ust =
2ητt + λs

2δ2(xs, gt)
(3–15)

where τt =
∑N

i=1 uit. The value of τt is assumed to not change drastically over consecutive

iterations. Therefore, for computational ease, the value of τt from previous iteration is

used. To solve for λs, apply the constraint in Equation 3–11 to Equation 3–15:

M∑
t=1

2ητt + λs

2δ2(xs, gt)
= 1− R̄s (3–16)

By rearranging terms we get:

λs = 2

(
1− R̄s∑M

t=1 δ̃st

− η

∑M
t=1 δ̃stτt∑M
t=1 δ̃st

)
(3–17)

where δ̃st = 1
δ2(xs,gt)

. Putting Equation 3–17 in Equation 3–15:

uij = (1− R̄i)
δ̃ij∑M
t=1 δ̃ij

+ ηδ̃ij

(
τj −

∑M
t=1 δ̃stτt∑M
t=1 δ̃st

)
(3–18)

⇒ uij = (1− R̄i)u
(Update) + ηu(Prune) (3–19)
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where the definitions of u(Update) and u(Prune) follow from Equation 3–18. When u(Update)

dominates Equation 3–19, the value of uij is updated as usual and when u(Prune) dom-

inates, the value of uij may be increased or decreased based on the usage of gj. The

method used by Frigui and Krishnapuram [2] to calculate η is discussed in appendix A.

The coefficients wij are found using the above modified CA algorithm. Once all uij

have been updated, Equation 3–10 can be used to find the corresponding wij. The sign

of wij can be resolved by inspecting the sign of the projection of xi onto gj. Given the

coefficients wij, any dictionary learning algorithm can be used to update the dictionary

elements gj. We use the K-SVD algorithm, discussed in Section 2.2.2, to update gj. Once

the dictionary has been updated, the value of R̄i is updated using the MP algorithm.

Therefore, the dictionary learning is a three-fold optimization algorithm.

The average R̄i can go up during an iteration where a few dictionary elements are

dropped simultaneously. But it comes down in successive iterations. In the early pruning

stages of the algorithm, the coefficients chosen by the CA algorithm may not be optimal

in terms of sparse representation. But once the correct number of dictionary elements

has been discovered, the coefficients wij can be chosen according to the strict sparsity

constraint of the K-SVD algorithm using the standard MP algorithm.

3.3 Classification Using the CAMP Algorithm

Let X = {(x1, y1), . . . , (xN , yN)} be a dataset where each xi is a signal with binary

label yi associated with it, such that yi ∈ {0, 1}. The labels 0 and 1 represent class 0 and

class 1 respectively. Given this labeled training data, we wish to use Bayes’ decision rule

to assign class label y to a test point x:

y =





1, if P (y = 1|x) > P (y = 0|x)

0, otherwise;
(3–20)

Therefore, the learning task is to find the parameters for p(y|x). Let C = {c1, . . . , cM} be

a set of prototypes representing the dataset X, where M << N . These prototypes are
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a quantization of X and can be the cluster representatives obtained from unsupervised

clustering of X. Each prototype ci has probabilities of class labels p(y = 0|cj) and

p(y = 1|cj). Given the probabilities p(y|cj), we can introduce probabilities conditional on

cj for p(y = 1|x) in the Bayes’ decision rule of Equation 3–20 as follows:

p(y = 1|x) =
M∑

j=1

p(y = 1|cj)p(cj|x). (3–21)

or, by Bayes rule,

p(y = 1|x) =
M∑

j=1

p(y = 1|cj)p(x|cj)p(cj)

p(x)
. (3–22)

Assuming that all the prototypes are equally likely and ignoring the normalization

constant in the denominator, p(y = 1|x) is proportional to:

p(y = 1|x) ∝
M∑

j=1

p(y = 1|cj)p(x|cj) (3–23)

Similarly the probability of x having a label y = 0 is given by:

p(y = 0|x) ∝
M∑

j=1

p(y = 0|cj)p(x|cj) (3–24)

Therefore, the training process requires estimation of the prototypes C = {cj}M
j=1 and

associated probabilities p(y|cj). Then the testing process (i.e., assigning a class label to

a point x) requires estimation of the probabilities p(x|cj) and applying the Bayes rules

Equation 3–23 and Equation 3–24. The idea is to use the unsupervised clusters C to build

a fuzzy nearest-prototype based classification system using the MPDM and use the fuzzy

membership of a point x into the cluster cj as p(x|cj) to assign a class label y to x. An

equivalent fuzzy interpretation of the above equations can be found in Frigui, et al. [75]

where they treat the class prior p(y = 1|cj) as the fuzzy membership of the prototype

cj into class y. Here we are addressing the two-class problem, but the generalization to

n-classes is straightforward.
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Choosing a suitable algorithm for clustering the dataset X to obtain the cluster rep-

resentatives cj can be tricky. We want the memberships of data points to vary smoothly

between various clusters. Therefore, fuzzy clustering is preferred over the crisp clustering

algorithms, like K-means. However, instead of pre-specifying the number of clusters to

be learned, we would also like the clustering algorithm to discover the optimal number

of clusters from the data. Therefore, we use the competitive agglomeration (CA) fuzzy

clustering algorithm, discussed in appendix A. Since we are dealing with high-dimensional

data xi, we will use the MPDM as the dissimilarity measure with the CA algorithm. Using

the MPDM will give us meaningful shape-based comparisons between cluster centers cj

and xi. The MPDM is used as the dissimilarity measure in Equation A–1 to yield:

J(C, U,X) =
∑M

j=1

∑N
i=1 u2

ij [αDR(xi, cj) + (1− α)DW (xi, cj)]− η
∑M

j=1

[∑N
i=1 uij

]2

(3–25)

Subject to
∑M

j=1 uij = 1, for i ∈ {1, . . . , N}.
By using the MPDM with CA, we get a three-phase optimization algorithm com-

prising, updating the cluster centers cj, updating the MP approximations of cluster

centers ĉj(G(cj)) and updating the memberships uij. We call this algorithm CAMP, an

abbreviation of CA and MPDM.

In order to find an update equation for cj, let us make the dependence of Equation

3–25 on cj explicit. From Equation 2–6, we have R(xi, G(xi)) = xi − x̂i, where x̂i is defined

in Equation 2–1. Thus Equation 3–25 becomes:

J(C, U,X) = α
∑M

j=1

∑N
i=1 u2

ij‖(xi − x̂i(G(cj))− (cj − ĉj(G(cj))‖2+

(1− α)
∑M

j=1

∑N
i=1 u2

ijDW (xi, cj)− η
∑M

j=1

[∑N
i=1 uij

]2

.
(3–26)

where x̂i(G(cj)) ≡ xi − R(xi, G(cj)) is the approximation of xi when projected on the

projection sequence of cj. Let us assume the memberships uij and MP approximations

ĉj(G(cj)) are constants for this computation. Then differentiating Equation 3–26 with
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respect to ct and setting it equal to 0 yields:

− 2α
N∑

i=1

u2
it[xi − x̂i(G(ct))− ct + ĉt(G(ct))] = 0. (3–27)

Rearranging terms to obtain an update equation for ct:

ct = ĉt(G(ct)) +

(
N∑

i=1

vitxi −
N∑

i=1

vitx̂i(G(ct))

)
(3–28)

where

vit =
u2

it∑N
k=1 u2

ik

, (3–29)

or more succinctly, we write Equation 3–28 as:

ct = ĉt + (µt − µ̃t) (3–30)

where µt and µ̃t denote the weighted average of the original and approximated signals in

cluster t, respectively. Note that µ̃t is not the projection of µt in the subspace G(ct) but

a weighted average of the projections x̂i(G(ct)). After ct has been estimated, ĉt(G(ct))

can be recomputed by calculating the matching pursuits decomposition of ct over the

dictionary D. The memberships uij can then be updated and the three-phase alternating

optimization proceeds in this fashion.

Once the cluster centers cj have been found, the probabilities p(y|cj) for each cluster

represented by cj can be assigned in many ways. However, since we are building separate

models for both classes to compare with x, we cluster the samples from both classes

separately using the CAMP algorithm. Now all the clusters centers cj belonging to the

class 1 will have p(y = 1|cj) = 1 and p(y = 0|cj) = 0 and vice versa. Therefore, we need

to adjust the probabilities for cj based on its similarity to a cl which belongs to the other

class:

p(y = 1|cj) =
ωcj1

ωcj0 + ωcj1

. (3–31)
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where ωcjk measures the similarity of cj to the closest cluster with the class label k ∈
{0, 1}:

ωcjk = min
l|ycl

=k
f(δ̄(cj, cl)). (3–32)

The function f(.) is a monotonically decreasing function used to convert the dissimilarity

measure MPDM into a similarity measure. If both cj and cl have the same class label k,

then cj = cl and ωcjk will have the maximum value. On the other hand, when both cj and

cl have opposite labels, the value of ωcjk will depend on their dissimilarity, as measured by

the MPDM. Similar to Equation 3–31 the equation for p(y = 0|cj) is given by:

p(y = 0|cj) =
ωcj0

ωcj0 + ωcj1

. (3–33)

The probabilities p(y = 0|cj) and p(y = 1|cj) can be interpreted as the fuzzy memberships

of the prototype cj in the classes y = 0 and y = 1 respectively. The Equations 3–31 and

3–33 use the minimum distance between prototypes of both classes and fuzzy C-means

based labelling to assign these memberships [75].

Once the probabilities p(y|cj) have been updated for all cj, the probability p(x|cj) of a

point x belonging to a cluster j can be calculated as a similarity between x and cj:

p(x|cj) ∝ f(δ(x, cj)) (3–34)

Since we are anticipating presence of outliers in the test data, we will not normalize

Equation 3–34 over all cj because normalization would remove the notion of distance from

p(x|cj). Suppose x1 is an outlier and x2 is not. Then regardless of their actual distance

from the prototypes, p(x1|cj) = p(x2|cj) if both x1 and x2 lie at the same relative distance

from the all cj (Figure 8 in [76]). Therefore, in order to be able to detect outliers in the

test data, we use the absolute similarity of x to cj in Equation 3–34.

Given cj, p(y|cj) and p(x|cj), the relations defined in Equations 3–23 and 3–24 can

be used to assign p(y = 1|x) and p(y = 0|x) to x respectively. If both p(y = 1|x) and
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p(y = 0|x) are low, x can be identified as an outlier. Otherwise, x is assigned a class label

using Bayes’ decision rule of Equation 3–20.

Therefore, given a labeled dataset X, the following steps summarize the process of

training a CAMP classifier on X:

1. Build the prototypes cj that represent the dataset X using the CAMP algorithm.
2. Find the probabilities p(y = 0|cj) and p(y = 1|cj) using Equations 3–31 and 3–33.

A test point t can be assigned a confidence value by the following steps:

1. Find p(t|cj) using Equation 3–34.
2. Use Equations 3–23 and 3–24 to find the probabilities p(y = 1|t) and p(y = 0|t).
3. If both p(y = 1|t) and p(y = 0|t) are low, identify t as an outlier.
4. Otherwise, apply Bayes’ decision rule Equation 3–20 to assign a class label to t.

The update equation for ct. Let us denote the error vector between µt and µ̃t in

Equation 3–30 with R+
µ , and call it pseudo-residue. Then Equation 3–30 can be written as:

ct = ĉt + R+
µ (3–35)

The closeness of each point xi to the subspace G(ct) and the memberships uit affect

the overall value of R+
µ . If an xi is similar to ct, the weighted difference between xi and

x̂i(G(ct)) will be small. Their difference can also be small if the membership uit of xi in

ct is low. Figure 3-3 shows a graphical interpretation of Equation 3–35. Equation 3–35 is

quite similar in construction to the MP approximation Equation 2–6. However, Equation

3–35 defines a process that is the exact opposite of MP. In MP, the approximated signal

x̂ is built using the original signal x and the residue R
(x)
p is the by-product. On the other

hand, while updating the cluster center ct, the approximated signal ĉt is calibrated using

the residue R+
µ to build the original signal ct. This interpretation of Equation 3–35 is

consistent with the standard update equations of clustering algorithms where cluster

centers are updated using the cluster members. Therefore, the MPDM builds a bridge

between the matching pursuits and the clustering algorithms. Since the MPDM can work
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with any clustering algorithm, similar update equations can be derived for other clustering

algorithms such as, K-means’ etc.

Dependance of CAMP on parameter α. As discussed earlier, the α parameter of

MPDM can be varied to obtain various shape- and magnitude-based comparisons between

two signals. Since MPDM is used as the dissimilarity measure in CAMP, the value of α

can affect the outcome of the clustering algorithm. Specifically, the value of α affects the

update equation of the memberships uij. From Equation A–2 we know that the update

equation of uij is given by:

uij =
1/d2(xi, cj)∑M

k=1(1/d
2(xi, ck))

+
η

d2(xi, cj)

(
Nj −

∑M
k=1(1/d

2(xi, ck))Nk∑M
k=1(1/d

2(xi, ck))

)
(3–36)

where Nj =
∑N

i=1 uij is the cardinality of cluster j. Let Dij = δ2(xi, cj), then the update

equation for uij using MPDM can be written as:

uij =
1

DijSi

+
ηNj

Dij

− η
∑M

k=1 (Nk/Dik)

Si

(3–37)

where

Si =
M∑

k=1

1

Dik

(3–38)

If a small change in the value of α results in a large change in the value of uij, it would

mean that uij is sensitive to the α parameter. In order to determine if the memberships

uij are sensitive to the values of α, let us differentiate uij with respect to α. For this

purpose, let us define some notation:

uij = A + B − C (3–39)

where definitions of A, B and C follow from Equation 3–37. The derivative of Dij is given

by:

∆ij =
dDij

dα
= DR (xi, cj)−DW (xi, cj) (3–40)
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Also,

dSi

dα
= −

M∑

k=1

∆ik

D2
ik

(3–41)

Now differentiating A with respect to α we get:

dA

dα
=

−1

(DijSi)
2

(
d

dα
(DijSi)

)

=
−∆ijSi + Dij

∑M
k=1

∆ik

D2
ik

D2
ijS

2
i

= − ∆ij

D2
ijSi

+
1

DijS2
i

M∑

k=1

∆ik

D2
ik

Similarly, differentiating B with respect to α:

dB

dα
= −ηNj∆ij

D2
ij

Also, differentiating C with respect to α gives us:

dC

dα
=

η

S2
i

(
Si

d

dα

(
M∑

k=1

Nk

Dik

)
−

(
M∑

k=1

Nk

Dik

)
dSi

dα

)

=
η

S2
i

(
−Si

(
M∑

k=1

Nk∆ik

D2
ik

)
+

(
M∑

k=1

Nk

Dik

) (
M∑

k=1

∆ik

D2
ik

))

= − η

Si

(
M∑

k=1

Nk∆ik

D2
ik

)
+

η

S2
i

(
M∑

k=1

Nk

Dik

)(
M∑

k=1

∆ik

D2
ik

)

Hence the derivative of uij with respect to α is given by:

duij

dα
= − ∆ij

D2
ijSi

+
1

DijS2
i

M∑

k=1

∆ik

D2
ik

− ηNj∆ij

D2
ij

− η

Si

(
M∑

k=1

Nk∆ik

D2
ik

)
+

η

S2
i

(
M∑

k=1

Nk

Dik

)(
M∑

k=1

∆ik

D2
ik

)

(3–42)

The only terms that appear in the denominator here are Dij and 1/Dij. Regardless of the

value of α, these terms will be zero when xi = cj and the value of uij will be undefined.

This is the property of fuzzy clustering that the membership at point xi is undefined if it

71



coincides with its cluster center cj. Therefore, for xi 6= cj, the value of uij varies smoothly

for α ∈ (0, 1).

However, for the boundary values of α (i.e., for α ∈ {0, 1}) the value of Dij can be

zero, even if xi 6= cj. This is because two different signals can have the same coefficients

with different residue or vice versa (Figure 3-1). In such a scenario, setting α equal to 0 or

1 respectively makes Dij = 0, thus making the value of uij undefined.

Therefore, uij is stable with respect to α for α ∈ (0, 1).

The η parameter. From Equation A–5 we know that the regularization parameter η

is given by:

η(t) = τ(t)

∑M
j=1

∑N
i=1 u2

ijd
2(xi, cj)

∑M
j=1

[∑N
i=1 uij

]2 (3–43)

where τ(t) is an exponential decay function.

Since CA prunes the clusters based on their cardinalities, it can sometimes merge

clusters that are dissimilar to each other. For example, consider the three clusters shown

in Figure 3-4. The clusters A and B should have been one big cluster. Therefore CA

should diminish memberships of points assigned to A so that all members of A can be

merged into B. However, cluster C is a distinct cluster located at a distance from B. But

there are a few points from both clusters that connect them through a thin link. This will

lead the CA algorithm to believe that B and C should be one cluster and it would try to

prune C.

Therefore, a mechanism should be introduced in the CAMP training that would

protect smaller clusters from being merged into bigger clusters, even if they have some

outliers. This can be achieved by modifying the regularization parameter η. We know

from Equation A–4 that uBias
ij alters the memberships of a cluster j based on its size,

relative to other clusters. If the distance of cluster j from the rest of the clusters is larger

than some threshold T , uBias
ij should be zero and membership values of cluster j should be

updated using only uFCM
ij . This can be done by modifying the regularization parameter η
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as follows:

η(t) = κj τ(t)

∑M
j=1

∑N
i=1 u2

ijd
2(xi, cj)

∑M
j=1

[∑N
i=1 uij

]2 (3–44)

where τ(t) is an exponential decay function and κj is defined as:

κj =





0, if mink,k 6=j δ̄2(ck, cj) > T

1, otherwise;
(3–45)

The κj will be set to zero if cj is farther than T from every other cluster center ck.

Therefore, κj defines the bound on the maximum size of the clusters, preventing them

from growing in an unbounded fashion. When κj = 1, the memberships of the smaller

clusters, like cluster A, are gradually diminished so that they can be merged into a nearby

bigger cluster, like B. But when κj = 0, it preserves the smaller clusters, like the cluster C

in Figure 3-4.

3.4 Detecting Outliers in the Test Data

The test points that are assigned low p(y = 1|x) as well as a low p(y = 0|x) can be

considered outliers. However, the interpretation of these low probabilities is subjective.

The most straightforward method to identify outliers in test data is to manually define

cut-off thresholds for p(y = 1|x) and p(y = 0|x) from the training dataset. Any test

pattern having confidence values below these threshold is declared an outlier. Since the

p(y = 1|x) and p(y = 0|x) can have different distributions, choosing separate thresholds

for both require a bit of imagination and an exhaustive search over a range of values. Also,

these thresholds need to be readjusted for every new dataset. Therefore, an automated

outlier detection method is needed that can define the distance threshold based on the

information gathered from the classifier.

Based on CAMP’s ability to assign low p(y = 1|x) as well as a low p(y = 0|x) to

unseen patterns, an automated decision rule to identify outliers in the data can be devised.

For this purpose, the p(y = 1|x) and p(y = 0|x) assigned by the CAMP algorithm to

each pattern in the training set is rank normalized. Rank normalization is a technique
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to convert an unknown distribution into a uniform distribution. All the values in a

given distribution are sorted in an ascending order. Therefore, each point of the original

distribution is assigned a new value based on its index in this sorted list.

The advantage of rank normalizing the p(y = 1|x) and p(y = 0|x) is that now both

probabilites have a uniform distribution. Therefore, a single operating threshold can be

chosen for both. Plotting the rank-normalized p(y = 1|x) vs. p(y = 0|x) of training

set defines a 2-D axis. Each test pattern is assigned a rank-normalized p(y = 1|x) and

p(y = 0|x) by looking up into ranks of the training dataset. The test patterns are then

plotted on the axis defined by the training data. All outlier (i.e., test patterns with low

p(y = 1|x) and low p(y = 0|x)) should bunch around the origin in this plot. Now an

isocircle centered at the origin and having radius r can be defined within which all test

patterns will be considered outliers. Outside this radius, a test pattern will be assigned

a class label using the Bayesian decision rule of Equation 3–20. The radius r can be

considered the operating threshold of the system for a given application.
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Figure 3-1. Example to demonstrate the importance of W (x,G(x)), G(x) and R(x,G(x))
for comparing two signals. A) The Dictionary elements chosen from the
Gaussian parametric dictionary (eq. 2–19). B) Two different signals generated
by above gi’s using different coefficients. C) Two signals with similar MP
coefficients but quite different residues.
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Figure 3-2. Role of α in determining the value of MPDM. To compare the signals x1 and
x3 with x2, they are projected onto the projection sequence G(x2) = {g1} of
x2. When α → 1, x2 and x3 are deemed more similar as they are similar in
shape (or orientation). But when α → 0, more emphasis is given on comparing
the projection coefficients of two signals in subspace defined by G(x2), making
x1 and x2 more similar.

Figure 3-3. Update equation for ct. For some membership values µ, the R+
µ may update

the ct as shown. Note that R+
µ is not necessarily orthogonal to ĉt. On the

other hand, for MP approximation, the residue R(cj, G(cj)) is always
orthogonal to the approximation ĉt of the signal ct
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Figure 3-4. CA algorithm merges clusters based on their cardinality. Appropriate changes
are made to η so that CA merges clusters A and B but not C.
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CHAPTER 4
EXPERIMENTAL RESULTS

We have implemented and tested the algorithms proposed in Chapter 3. In the

following sections we discuss the experimental results of our proposed methods:

4.1 Shape and Magnitude Based Comparisons Using Matching Pursuits
Dissimilarity Measure

As discussed in Section 3.1, the MPDM can be used for a variety of shape-, as well

as, magnitude-based comparisons. In order to demonstrate that, let us revisit the example

in Section 1.1 where we discussed the inability of Euclidean distance to do shape-based

comparisons in high dimensions. Recall that for a shape-based comparison, we would like

signals A and B to be deemed more similar than the signals A and C. But a magnitude-

based comparison will deem signals A and C to be more similar.

Figure 4-1 shows the MPDM values for comparisons between (A,B) and (A,C)

respectively, over various values of α. For smaller values of α, MPDMα (A,C) ≤
MPDMα (A,B). Therefore, for smaller values of α, MPDM performs magnitude-based

comparisons between signals. For larger values of α, MPDMα (A,B) ≤ MPDMα (A, C),

the signals that are more similar shape-wise are closer than signals that have different

shapes. Therefore, for larger values of α, MPDM performs shape-based comparisons

between signals. On the other hand, the Euclidean distance can only perform magnitude-

based comparisons. Therefore, MPDM is more suitable for shape-based comparisons of

high-dimensional data.

4.2 Dictionary Learning for Yale Face Database Using EK-SVD

The goal of this experiment is to show that a smaller dictionary learned using

EK-SVD can achieve the performance of a bigger dictionary learned using the K-SVD

algorithm.

Experimental data. The training data consisted of 11000 block patches of size 8× 8

pixels taken from facial images from a Yale face database [77]. A total of 9 images from

the image database were randomly chosen as test images. None of the patches from these
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test images were used during the dictionary training process. Each test image was also

divided into the blocks of size 8× 8.

Experimental setup. Since Aaharon, et al. [7] set the total number of dictionary

elements K to 441, we also trained K-SVD with K = 441. EK-SVD was also initialized

at M = 441. For both K-SVD and EK-SVD, the total number of MP iterations used for

approximation during training was set to p = 6. For demonstration purposes, EK-SVD

was allowed to run until M = 1 and at each pruning step, test images were approximated

using the intermediate dictionary.

Experimental result. Figure 4-2 shows the average root mean square error (RMSE)

of all test images against the size M of the dictionary. The value at M = 441 is the

performance of K-SVD. The RMSE stays almost constant until the dictionary size is

reduced to about 40% of its original size. This shows that the approximation capabilities

of the dictionary is not compromised by reducing the size of the dictionary untill that

point. After that, the RMSE starts increasing which shows that the remaining dictionary

elements are unable to mantain the same approximation accuracy level. Therefore, the

terminating condition of EK-SVD algorithm is set based on its approximation accuracy.

During the actual dictionary training using the EK-SVD algorithm, when the

performance goals for the final dictionary were set to be the same as those for the K-SVD

dictionary, EK-SVD learned a dictionary with total number of elements M = 179. Figure

4-3 shows two of the test images approximated using the dictionaries learned with K-SVD

and EK-SVD algorithms. For images 1 and 2, K-SVD and EK-SVD gave RMSEs of 0.03

and 0.02 respectively. The EK-SVD dictionary thus gives approximation accuracy similar

to the K-SVD dictionary. But it has a huge speed advantage as the dictionary learned

with EK-SVD is 60% smaller than that learned using K-SVD.

4.3 Classification of Synthetic High-Dimensional Data Using CAMP

In this experiment we compare the performance of MPDM and Euclidean distance

for prototype-based classification of high-dimensional data. For this purpose, the CAMP
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classifier is trained using MPDM as explained in Section 3.3. For comparison purposes,

a classifier similar to CAMP is trained that uses the Euclidean distance for comparisons

instead of MPDM. Let us call these trained classifiers CAMP and EUC respectively.

We compare the classification performance of CAMP and EUC on a two-class synthetic

dataset and plot their receiver operating characteristic (ROC) curves1

Experimental data. Let X = {(x1, y1), . . . , (xN , yN)} denote the training dataset

where xi ∈ <101 is a signal with a corresponding binary class label yi ∈ {0, 1}. The

members of class y = 1 consist of unimodal Gaussians, while the members of class y = 0

consist of mostly bimodal Gaussians. The training set is generated by drawing m from a

normal distribution N(0, 1). If m is greater than 1, generate a member xi of class 1 as:

xi = 10ce−( t−µ
10σ

)2 (4–1)

where c, µ, σ ∼ N(0, 1) and t = [−50 . . . 50]. Otherwise, generate a member xi of class 0 as:

xi = 10c1e
−(

t+15µ1
10σ1

)2
+ 10c2e

−(
t−15µ2
10σ2

)2
(4–2)

where c1, c2, µ1, µ2, σ1σ2 ∼ N(0, 1) and t = [−50 . . . 50].

Members of class 1 have a smooth bell-curved shape. On the other hand, since the

members of class 0 are a linear combination of two Gaussians, their shapes will have

more variation. Drawing all parameters independently from identical normal distributions

ensures that there is a variety of shapes in both classes. Figure 4-4 shows some sample

signals from both classes.

The training set consists of 1000 points generated by the above process. A total of 30

test sets, each containing 1000 points, are also generated. The trained CAMP and EUC

classifiers are tested on all 30 test datasets in order to achieve a statistically reliable test.

1 An ROC is a graphical plot of the probability of correct classification vs. probability
of misclassification for a binary classifier system as its discrimination threshold is varied.
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Experimental setup. The CAMP classifier uses the Gaussian derivatives dictionary

(eq. 2–19) for matching pursuits approximation of the signals. Each member of the

Gaussian dictionary is indexed by a set of three parameters γ = (n, σ, µ), where the values

of these parameters used to learn the dictionary are listed in Table 4-1. Note that for a

signal xi ∈ <101, µ is centered at µ = 51. The correct shift of each dictionary element with

respect to the residue is computed using correlation during each MP iteration. Therefore,

the Gaussian dictionary consist of 33 elements and is shown in Figure 4-5.

The maximum number of MP iterations p was set to 6. For the CA algorithm, 40

data points were randomly chosen as the cluster centers. The training using CAMP was

then conducted using the method outlined in the Section 3.3. The α parameter was set

equal to 0.6 for MPDM. For f(z) in Equation 3–32, the inverse function used was:

f(z) =
1

z
(4–3)

To compute p(y = 1|tj) for each test point tj, instead of summing the probabilities

conditional over all prototypes, only the top K = 3 nearest neighbors prototypes were

determined and used to compute p(y = 1|tj).
The experimental setup for EUC was identical to that of CAMP, except that instead

of using the MPDM, the Euclidean distance was used for comparison.

Experimental result. After computing the confidence values for each dataset, the

results were plotted as ROCs for both CAMP and EUC. The ROC are plotted as the

probability of correct classification of test points belonging to class 1 vs. percentage of

incorrect classification of test points for class 0. Figure 4-6 shows the average ROC curves

of all 30 datasets for the CAMP and EUC classifiers. Classification performance of MPDM

is superior to that of EUC’s at most levels, with the difference particularly large between

70% and 90% correct classification rate of class 1. Since there were shape differences

between the members of two classes, the shape-based comparison capability of MPDM was

able to detect these differences better than the Euclidean distance.
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In order to verify that the result shown in Figure 4-6 is statistically significant,

misclassification rates of class 0 were collected from all 30 datasets from both CAMP

and EUC, at probabilities 0.1 to 1 of correct classification of class 1, and subjected to

a t-test2 . Table 4-2 shows the outcome of t-test. Except at places where both curves

come very close to each other, the null hypothesis is rejected at most levels. This shows

that MPDM is more suitable for shape comparisons of high-dimensional data than the

Euclidean distance for prototype-based classifiers.

4.4 Cluster Validation of CAMP Algorithm

Like all clustering algorithms, CAMP imposes a clustering structure onto the dataset.

We need to validate if the structure imposed by CAMP actually matches the underlying

structure present in the data. For this purpose, we ran the CAMP algorithm on a dataset

that had well defined structure to see if CAMP was able to discover that structure. For

comparison purposes, same experiment was repeated using FCM for clustering, using

MPDM as the dissimilarity measure. The clustering results of FCM were subjected

to various cluster validation indices to determine if FCM was able to determine the

underlying structure of data and whether its outcome matched that of the CAMP

algorithm. The reason CAMP’s clustering results were compared to FCM was because

CA is a generalization of the FCM algorithm. Therefore, theoretically, the number of

clusters validated for FCM should be the same number discovered by CA and should also

match the underlying structure of the data.

In order to build a dataset for clustering, six signals of distinct shapes were chosen.

Each signal was multiplied with a factor between 5 and 10 with an increment of 0.05.

Hence a total 101 signals were generated for each signal and introduced into the dataset.

2 The t-test between two samples s1 and s2 tests the null hypothesis these sample be-
long to the same normal distribution. It is performed using the ttest2 function of Matlab
which gives an outcome of 0 if s1 and s2 belong to the same distribution and give 1 if they
belong to different distributions.
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Therefore, the dataset consisted of 606 signals belonging to 6 shape-wise distinct classes,

shown in Figure 4-7. For MP, α was set equal to 0.7.

For the CAMP algorithm, the initial number of clusters was set equal to 15. The data

was independantly clustered with CAMP for 50 times where initial cluster centers were

chosen randomly for each run. Figure 4-8 shows the histogram of the number of clusters

found by CAMP for 50 runs of the experiment. The number of clusters found for all trials

form a normal distribution around 6, the actual number of clusters in the data. Figure

4-7 shows the cluster centers found by CAMP on one of the trials. Therefore, the CAMP

algorithm was able to discover the underlying structure in the data.

For FCM, MPDM was used as the dissimilarity measure with α = 0.7. Let M denote

the total number of clusters for FCM. For each M ∈ {2, . . . , 15}, the data was clustered

using FCM, where initial cluster centers were chosen randomly. This experiment was

repeated 50 times for all values of M . Since no single validity measure is absolutely able to

determine the optimal number of clusters for FCM, we computed the following four fuzzy

validity indices for each run of the FCM algorithm [74]:

• Partition Coefficient Index (PC)
• Partition Entropy Coefficient (PE)
• Xie-Beni Index (XB)
• Fukuyama-Sugeno Index (FS)

Except for PC, all other indices are minimized for optimal3 number of clusters for a given

dataset. For each of the 50 experiments, the number of clusters that maximized PC and

minimized PE, XB and FS were noted. Figure 4-9 shows the histogram of the optimal

number of clusters found by each index. The PC, PE and FS indices peak at 6 for the

correct number of clusters for FCM. However, their distributions have wider spread than

3 Optimal with respect to that validity index. It may or may not match the actual num-
ber of clusters in the data.
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that of CAMP. On the other hand, the XB measure was unable to discover the correct

number of clusters.

Therefore, both FCM and CAMP algorithm were able to discover the underlying

structure of data when MPDM was used as the dissimilarity measure. However, using

CAMP for clustering is a faster way of clustering because unlike FCM, where one needs

to re-run clustering for every number of clusters, CAMP discovers the correct number of

clusters by running the algorithm only once.

4.5 Classification of Landmines Vector Data

In order to determine the potential usefulness of the proposed algorithms for real

problems, the proposed EKSVD, CAMP and the automated outlier detection methods

were tested on real landmine detection data. The landmine detection data was collected

using an Electromagnetic Induction (EMI) sensor installed on a handheld landmine

detection unit [78]. The response of a target to the EMI sensor depends on the metallic

properties of the buried object such as metal content and conductivity. Each target

object has a signature response that is fairly consistent across various weather and soil

conditions. However, there may be considerable similarities between metallic signatures

of landmines and metallic clutter objects, thus making the classification problem hard.

Figure 4-10 shows metallic signatures of some mine and non-mine objects. It can be seen

that the samples of both mines and non-mines lie in same magnitude ranges, with subtle

shape differences. Therefore, we seek to build reliable shape-based models of mine and

non-mine targets using the CAMP algorithm. The EK-SVD algorithm provides a useful

tool to learn a data-specific dictionary that would give suitable MP approximations of

this EMI data. Also, in an actual mine field, there is always a possibility of encountering

a target object whose sample does not exist in the training set. Therefore, instead of

assigning a random value to an outlier, it is important that the system is able to identify

the outliers in the test dataset.
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Experimental data. The EMI data is collected by sweeping the unit across a

suspected target location ten times. The EMI sensor collects data in two channels. The

signals from each channel of all sweeps are interpolated to a standard length of n = 180

and are smoothed to remove noise. Features are extracted from this processed training

data to train the classifiers. The training data consisted of mines and non-mines from

three data collections A, B and C. Collections A and B are from two temperate testing

sites in the Eastern United States and collection C is from an arid test site in the Western

United States. Overall, the training dataset comprises 500 targets, 203 of which are mines

and rest are various metallic and non-metallic nonmine objects. Two datasets T1 and T2

were used to test the performance of various classifiers. The dataset T1 was collected over

the same site as training dataset B, but on a different date. Since samples of an earlier

collection over the same site were part of the training data, T1 was quite similar to the

training data. On the other hand, the dataset T2 came from a different temperate site in

the Eastern US. T2 contains data from some target types that were not present in any of

the training dataset sites. Therefore, T2 contained many samples that were quite different

from the training dataset. Table 4-3 summarizes the mine/non-mine composition of these

datasets.

The following experiments demonstrate the performance of the proposed methods

as compared to discrimination-base classifiers. Also the importance of choosing an

appropriate dictionary is studied. The outlier rejection and reporting capabilities are also

analyzed.

4.5.1 Performance Comparison with Discrimination-Based Classifiers

For the given EMI data, an existing multilayer-perceptron based system called the

Feed-Forward Ordered Weighted Average (FOWA) has been shown to produce good

classification results [78, 79]. We compare the classification performance of CAMP against

the FOWA system. Also, since support vector machines (SVM) are considered robust

discrimination-based classifiers, we also train and evaluate an SVM-based classifier for this
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data. Also a prototype-based classifier EUC, as explained in Section 4.3, is also evaluated

for comparison purposes.

Experimental setup for FOWA. The existing FOWA is a variation of multilayer

perceptron (MLP) neural network system. FOWA assigns a mine confidence value to

a test pattern based on a set of features extracted from multiple sweeps of its EMI

data. The training data are divided into four classes based on the metal content and

classification of the target, namely the high-metal mine (HMM), low-metal mine (LMM),

high-metal clutter (HMC) and low-metal clutter (LMC) classes. Four separate MLP

networks are trained that specialize in finding each class type. Outputs from these

networks are combined to assign a mine confidence value ymine to a test point as follows:

ymine = max (yHMM , yLMM)× (1−max (yHMC , yLMC)) (4–4)

A higher confidence value means that the probability of the target being a mine is high

and vice-versa. In order to model the uncertainty in an actual test, 10 FOWA networks

were learned using a 10-fold crossvalidation. The final confidence of a test sample is

reported as the mean of values assigned by these 10 networks. A detailed discussion of

these features and training of the FOWA system can be found in Ngan et al. [78].

Experimental setup for SVM. Support vector machines (SVM) are considered

robust discrimination-based classifiers. Therefore, in addition to the FOWA network, an

SVM based system was also trained for performance comparison. Since the features used

by FOWA have been shown to work quite well with a discrimination-based classifier (i.e.,

an MLP), we used the same features to train the SVM. Like FOWA, four separate SVMs

were trained for each class and their outputs were combined to assign a mine confidence

to a test point. Radial basis functions (RBF) were used as the kernel function for the

SVMs. The values for the regularization parameter C, which controls the generalization

capabilities of an SVM [3], and σ2 for the RBF kernel were found by searching over a

range of values between 0 and 100 for each parameter. While looking for optimal values of
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C and σ2, each parameter was incremented with a stepsize of 0.1 between 0 and 1, with a

stepsize 1 between 1 and 10 and with a stepsize of 10 between 10 and 100. After training

with each pair of values for C and σ2, the ROC for classification result of dataset T1 was

generated. The set of parameters that produced the smallest mean probability of false

alarm (PFA) at the probabilities of detection (PD) of 90, 95 and 100 was chosen as the

final parameter values for the reported SVM, thereby producing the best SVM over this

wide range of values. Figure 4-11 shows the plot of mean PFAs at all the tested values of

σ2 and C. The parameter values corresponding to reported SVM classifier were σ2 = 0.1

and C = 0.1. Like FOWA, 10 cross-validated SVM networks were trained using the same

crossvalidation folds of FOWA.

Experimental setup for CAMP. In order to build a prototype-based classifier

using the CAMP algorithm, the signals from both channels are concatenated together to

form signals of length 2n. For training purposes, each sweep was treated as an indepen-

dent sample. The MP dictionary was trained over the training data using the EK-SVD

algorithm. As the initial input to the EKSVD algorithm, each signal in the training set

was segmented based on its zero crossings and each segment was retained as a separate

dictionary element. Since many training signals look similar, this dictionary has a lot of

redundancy. The EK-SVD algorithm reduces the size of this elementary dictionary from

1088 elements to 21. Figure 4-12 shows dictionary learned by the EKSVD algorithm.

Samples from each mine and the non-mine type were clustered separately using the

CAMP algorithm. The cluster centers for each class were initialized using the global-FCM

(G-FCM) clustering algorithm proposed by Heo and Gader [80]. The G-FCM gives a

partition of data that is insensitive to initialization and outliers. Since CA is a fuzzy

clustering algorithm and fuzzy clustering is known to be sensitive to initialization, using

G-FCM gives a reasonable initial estimate to the CAMP algorithm and also helps it to

converge faster.
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The MPDM gives various shape and magnitude based comparisons when the value of

α is varied between 0 and 1. Therefore, in order to find the best α for this dataset, CAMP

was trained over a range of α values. CAMP was trained on values of α between 0 and 1

in an increment of 0.02. The test datasets T1 and T2, as well as the training dataset, were

tested on each trained network. The value of α that gave the lowest mean PFA at PDs 90,

95 and 100 for all datasets was 0.26. Figure 4-13 shows the ROCs results corresponding

to α = 0.26, with errorbars for α = 0 : 0.02 : 1. Each horizontal error bar for a given

PD corresponds to the variation in the PFA over all values of α. In an ideal situation, all

the reported ROCs should be on the left boundary of their respective error bars. However,

this is not the case as the same α value was chosen for all three datasets. Note that for the

training set, the reported ROC corresponds to the crossvalidated results, while the error

bars were plotted for test on train results. Therefore, the error bars on left of the ROC

also record the difference between test-on-train and crossvalidation results on the training

dataset.

Another parameter that can effect the clustering outcome is T in Equation 3–45,

the minimum allowed distance between two cluster centers. If T is very small, it can

lead to over training as the prototypes will be modeled very tightly around the training

samples. Similarly, choosing a big T can lead to over generalization of the prototypes. In

order to find the suitable value for T , the CAMP prototypes were trained using T values

between 0 and 1, varying with an increment of 0.1. Based on the mean PDs, the value

of T was chosen to be 0.2. Figure 4-14 shows the classification results for T = 0.2, with

α = 0.26. Once again for the training set the error bars for test-on-train and the ROC

for crossvalidation is shown. Looking only at the PDs of test-on-train of training dataset,

it favors a value of T = 0.1. However, T = 0.1 gives bad classification results for both

datasets T1 and T2. This shows that making T smaller overtrains the prototypes. Using

crossvalidation with T = 0.2 ensures generalization of the network while still avoiding over

generalization.
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For f(z) in Equation 3–32, the exponential decay function was used:

f(z) = exp(− 1
σ2 z) (4–5)

where σ2 is a normalization constant. The value σ2 = 0.16 was empirically found to be

useful for both mine and non-mine clusters on the training data.

Experimental setup for EUC. To compare performance of the MPDM and

Euclidean (EUC) measures, another prototype-based classifier was also learned using the

Euclidean distance. The EUC classifier was quite similar to CAMP, except the Euclidean

distance is used for comparisons instead of MPDM.

Experimental result. For notational ease, let us denote these four trained classifiers

as FOWA, SVM, CAMP and EUC respectively. Figures 4-15 shows ROC curves for

classification results of each dataset for the four classifiers. Each test pattern is assigned a

confidence value p(y = 1|x) of being a mine. Therefore these ROCs record the percentage

of detection of mines vs. the percentage of incorrect classification of non-mines.

CAMP performs better than the discrimination-based classifiers FOWA and SVM on

both datasets at PD≥ 90 because it uses a prototype-based approach to classification with

robust shape-based dissimilarity measure. Note that although EUC is also a prototype-

based classifier, it does not do any better than FOWA or SVM. This is because the

Euclidean distance is unable to perform accurate shape-based comparisons in high-

dimensional vectors.

The results on dataset T2 are especially interesting as the performance of all four

classifiers suffers from the presence of outliers in both mine and non-mine classes. The

PD of FOWA and SVM is adversely affected for T2 by misclassifying these outliers from

both classes. On the other hand, CAMP gives a low mine confidence to any test pattern

different from its mine prototypes (i.e., the non-mines and the outliers). Therefore, the

performance of CAMP for detecting mines suffers only because of assigning low confidence

to outliers in the mine class. Note that CAMP also assigns a low non-mine confidence to
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all outliers. Therefore, all test points that have a low p(y = 1|x) and a low p(y = 0|x)

can be identified as the outliers. For this landmines and other applications, the fact that

an algorithm is able to identify patterns that are not represented in the training data is

important as the decision can be deferred to a human operator monitoring this system.

Once again the EUC classifier suffers because of its inability to perform shape-based

comparisons.

Figure 4-16 shows the error bars for the CAMP and FOWA ROCs denoting the

degree of uncertainity associated with their results. These error bars were created by

treating each instance of mine found in the test dataset as a success in a binomial trial.

Both CAMP and FOWA show higher confidence in their outputs for higher values of

p(y = 1|x) and vice versa. Note that the confidence intervals of FOWA and CAMP

overlap for the test dataset T1. This is because dataset T1 is quite similar to the training

dataset. On the other hand, since T2 is somewhat different from the training dataset, their

confidence intervals are farther apart.

4.5.2 Effect of Choosing Various Dictionaries on Classification

As discussed in Section 2.2, the performance of the MP algorithm highly depends

on the choice of dictionary. Therefore, a suitable parametric dictionary may used or

the dictionary may be learned from the data for MP. Since the choice of dictionary

affects MP approximations, it may also indirectly affect performance of the MPDM and

CAMP. Therefore, in order to understand the effect of various dictionary choices on

classification of the landmine data, CAMP was trained with a variety of dictionaries and

the classification results were noted.

Experimental setup. For this experiment, five dictionaries were chosen as the

pre-processors of the CAMP algorithm. The first one is the dictionary learned from the

training dataset using the EK-SVD algorithm and shown in Figure 4-12. The Gaussian

dictionary, shown in Figure 4-5 has been found to be an excellent parametric dictionary

for this EMI dataset. Therefore, this dictionary is also used as a preprocessor for CAMP.
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In order to remove any redundancies in the Gaussian dictionary, it was reduced using

the EK-SVD algorithm. The resulting dictionary is shown in Figure 4-17. In order to

draw comparison with the “good” dictionaries for the given data, the Gabor dictionary

(equation 2–16) is also used as one of the pre-processors for CAMP. This dictionary has

been shown in Figure 4-18. Each element of the Gabor dictionary is governed by a triple

of parameters namely the scale s, the phase shift phi and the frequency modulation ξ.

The values of these parameters are shown in Table 4-4. Each member of Gabor dictionary

in Figure 4-18 was produced as a combination of these parameter. Note that these

parameters are a subset of dictionary used by Neff and Zakhor [5]. The fifth dictionary

consists of 40 random noise signals generated using the rand function of Matlab, shown in

4-19. Since there is no structure in the random dictionary, its classification performance

would act as a lower bound for the CAMP algorithm.

Experimental result. For notational convenience, let us denote the classifiers

trained using the above dictionaries as EK-SVD, Gauss, Reduced-Gauss, Gabor and

Random respectively. Figure 4-20 shows the 10-fold crossvalidation result for training

dataset for all dictionaries. Similarly Figures 4-21 and 4-22 show the results for datasets

T1 and T2 respectively. For testing datasets, the final confidence assigned to each target

is the mean of outcomes of 10 trained classifiers. Looking at the ROCs one notices that

the outcomes for all dictionary types are quite similar. The PFAs at various PD levels

produced by the 10 classifiers for each dictionary type were then subjected to a T-test.

The T-test found that these values were not statistically different. Therefore, the choice

of dictionary seems to have no significant effect on the classification performance of the

CAMP algorithm. However, the MP algorithm depends highly on the choice of dictionary

being used for approximation. This can be seen from the Figure 4-23 that shows the sum

of normalized MSE for all signals in training dataset. The EKSVD, Gauss, and reduced

Gauss dictionaries give similar small MP reconstruction errors. Since the Gabor dictionary

is not very similar to the data, it performs twice as bad as the EKSVD and Gauss
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dictionaries. Similarly, the random dictionary gives an exceptionally high reconstruction

error.

The insensitivity of the CAMP algorithm seems counter-intuitive when MP is highly

dependent on the choice of dictionary. However, looking at the MPDM closely answers

this questions:

δ2(x1, x2) = αDR(x1, x2) + (1− α)DW (x1, x2) (4–6)

The MP projection sequence of x2 defines a subspace which is unique for a given dictio-

nary, regardless how well the dictionary can MP approximate the data. The DW (x1, x2)

measures distance of x̂1 and x̂2 within this subspace, while DR(x1, x2) measures the differ-

ence in distance of x1 and x2 from this subspace. Using a different dictionary only changes

the composition of the subspace for x2. If x1 and x2 are similar shape-wise, their approxi-

mations should be closely located in any MP-generated subspace and vice versa, regardless

of the dictionary used to generate this subspace. Therefore, for a given value of α, the

MPDM comparison between two signals is not highly affected by the choice of dictionary.

Consequently, CAMP’s performance is not affected by the choice the dictionary.

However, looking at the ROC’s, we can see that the EKSVD dictionary slightly

outperforms the rest of the dictionaries. The reason for this is that the Euclidean distance

is used to compare the residues of x1 and x2 in DR(x1, x2). Using a dictionary closely

modeled around the data ensures that not a lot of information is left in the residue of x2.

Therefore, when the residue of x1 with non-negligible residue is compared to a negligible

residue of x2, the Euclidean distance is able to give a meaningful comparison. However,

when the dictionary is not related to data, the information contained in the residue of

x2 is not negligible and Euclidean distance may not be able to give accurate comparison

between the high-dimensional signals x1 and x2. Therefore, one would be wise to use a

dictionary closely related to the data for the CAMP algorithm.
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4.5.3 Detecting Outliers in Test Data

In order to further establish the superiority of the proposed algorithms for building

shape-based prototypes and identifying the outliers in test data, an extensive study on

simulated data was also conducted. Ho, et al. [81], described a parametric model that

emulates the output of the EMI sensor used to collect the landmines data in the previous

experiments. This mathematical model produces the signal that the EMI sensor would

produce when swept over an object buried in the ground. Therefore, by altering only four

parameters of the model, realistic EMI responses can be generated that are different from

the actual landmine data used to train the classifiers in the previous experiments. Since

these generated signals are different from the training dataset, they can be considered

outliers. Using this model, a total of 10,000 signals were generated as test patterns.

Since these test patterns are not mine samples, theoretically they should be assigned low

confidence values by all classifiers. Therefore, this experiment was designed to determine

the outlier rejection capabilities of the CAMP, FOWA, SVM and EUC classifiers.

Experimental setup. The mine confidence thresholds where the PD for the training

set was between 55 and 100 were noted for each classifier. The test patterns were assigned

mine confidence values using the four classifiers, FOWA, SVM, EUC and CAMP trained

for experiment 4.5.1. FOWA and SVM classifiers were assigned mine confidence using

Equation 4–4, while CAMP and EUC were assigned mine confidence as p(y = 1|x). The

mine confidences assigned by each classifier were thresholded by their respective PD values

and the number of patterns below each threshold was noted for each of the four classifiers.

An unseen pattern should have a low mine, as well as, a low non-mine confidence

to be considered an outlier. Therefore, the same experiment was repeated for assigning

non-mine confidence to each unseen pattern. For FOWA and SVM, the following relation

was used to assign the non-mine confidence:

ynmine = max (yHMC , yLMC)× (1−max (yHMM , yLMM)) (4–7)
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while for CAMP and EUC, p(y = 0|x) was used.

Experimental result. Figure 4-24 A shows the percentage of test patterns below

the PD thresholds for mine class for all classifiers. Since none of the patterns were from

the mine class, the superior shape-based prototypes approach of CAMP was able to reject

almost all the patterns. On the other hand, FOWA and SVM rejected fewer patterns.

Similarly, Figure 4-24 B shows the percentage of test patterns below the PD threshold

(of the non-mine class) for all classifiers. Once again, CAMP assigned very low non-mine

confidence to almost all the patterns, while FOWA and SVM rejected significantly fewer

patterns. Figure 4-25 shows the corresponding errorbars for mine class for FOWA and

CAMP algorithms.

4.5.4 Automated Outlier Detection

Based on CAMP’s ability to reject unseen patterns, a decision rule to identify

outliers in the data can be devised. Figure 4-26 shows one such rule. The p(y = 1|x) and

p(y = 0|x) assigned by the CAMP algorithm to each pattern in the training set is rank

normalized and plotted in Figure 4-26. Rank normalization is a technique to convert an

unknown distribution into a uniform distribution. All the values in a given distribution

were sorted in an ascending order. Each point of the original distribution is assigned a new

value based on its index in this sorted list. The mine and non-mine confidence values of

the training dataset were rank normalized separately and are plotted against each other

in Figure 4-26. Using these rank indices, 1000 unseen patterns were also assigned the

mine and non-mine rank confidences and are plotted in the Figure 4-26. Almost all of the

unseen patterns lie within an isocircle of radius 0.25. Therefore, this rank-normalized plot

can act as a guide to choose a radius within which each data point will be considered an

outlier. Outside this radius, a test pattern can be assigned a class label using the Bayesian

decision rule of Equation 3–20.
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Therefore better classification performance and better outlier rejection by the

proposed method yields a more reliable classification system for the real-world applications

like landmine detection using EMI sensor.

4.6 Classification of Landmines Image Data

In order to show that the proposed algorithms can be generalized to any dimension

and data domain, the proposed algorithms have also been extended to work with high-

dimensional image data. For this purpose the landmine detection data was collected using

a ground penetrating radar (GPR). A GPR radar transmits high-frequency signals into the

ground and receives their reflection. Any obstruction in the ground, like a buried object,

a stone or vegetation, can reflect the GPR signal. Therefore, GPR radar is capable of

detecting many plastic mines that have low metal content and are difficult for an EMI

sensor to find. However, unlike the EMI sensor, the GPR radar response is sensitive to

the environmental conditions, like moisture and permeability of the soil, thus making the

landmine detection using GPR radar a hard problem.

Experimental data. The dataset used for the following experiments consisted of

235 objects with 115 being mines and the rest being non-mines. The data is collected as

a 3D matrix where the three dimensions correspond to 24 cross-track channels, 61 down-

track scans and Nd depth values [75]. The samples in each channel are aligned using the

peaks of ground bounce. In order to minimize the effects of noise, a whitening transform

is then applied to each channel. The pixels contained in a 17-pixel wide window around

the suspected pixel location of the target constitute the foreground while the rest of the

pixels are used as background for computing whitening statistics. Only 5 channels per

target are used for testing and training where each channel comprises only the foreground

pixels. Figure 4-27 shows sample mine and non-mine images where the left images in each

subfigure show the channel image. The right images show their MP approximations and

are discussed shortly.
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The MP dictionary. The MP dictionary learned for GPR image extends the idea

of the 1D dictionary where initial dictionary was extracted from the data based on zero

crossings and reduced using the EK-SVD algorithm. Similarly for the GPR images, the

image patches are extracted based on their zero crossings. However looking at the GPR

data in Figure 4-27 we can see that the raw channel images are quite noisy. Hence the

patches extracted based on zero crossings will be numerous and usually only a few pixels

wide. Therefore, we need criteria those patches that should be introduced in the 2D

dictionary. Note that the mine signatures usually consist of a set of hyperbolic curves,

while the non-mine samples usually consist of low-energy background noise with a few

irregular higher-energy patches. Therefore, we would like our chosen dictionary to contain

ample hyperbolic shapes to approximate mines well and some other geometric shapes to

approximate non-mines. For this purpose, the binary mask of each patch extracted from

the images is correlated with a set of shape-templates. The image patches having a high

correlation with any shape-template is introduced into the initial dictionary. The basic

shape for these templates is the image patch resulting as an intersection of two hyperbolas

of different widths in 2D. The rest of the shapes are created by scaling and segmenting

this basic hyperbolic shape. The initial dictionary extracted from data in this manner

consisted of 1022 elements which was reduced to 93 using the EK-SVD algorithm. The

learned dictionary is shown in Figures 4-28 and 4-29.

4.6.1 Performance Comparison with Existing Classifiers

In this experiment, the classification performance of the CAMP algorithm was

compared with existing classifiers for this GPR image data. In order to reduce noise

from the training samples, only one MP approximated channel from each target sample

was used for training. The MPDM parameter α = 0.3 was found to give the best

approximation results. For the CAMP algorithm, each target t was assigned a mine

confidence as follows:

yt = p (y = 1| t)× (1− p (y = 0| t)) (4–8)
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The performance of the CAMP algorithm was compared against the existing algorithms

for this GPR data, namely the least mean squared (LMS) prescreener [75], the hidden

markov model (HMM) approach, the spectral (SPEC) method and the edge histogram

(EHD) algorithm [75]. The ROC of PD vs. PFA for all classifiers is shown in Figure

4-30 A. The CAMP algorithm outperforms the LMS, SPEC and HMM algorithms and

is surpassed at some places by the EHD algorithm. Since EHD and CAMP alternatively

perform better than each other, combining them should improve the overall classification

performance. Figure 4-30 B shows the ROC plotted by taking the product of confidences

of EHD and the CAMP algorithm.

CAMP is a useful algorithm for landmines discrimination using GPR image data.

We can also see from the Figure 4-30-B that combining the outputs of CAMP and EHD

improves the classification results of both algorithms over a wide range of PD values.

4.6.2 Effect of Choosing Various Dictionaries on Classification

In order to study the effects of the choice of dictionary on the classification per-

formance of CAMP on image data, the CAMP algorithm is trained using the Gabor

dictionary used by Neff and Zakhor [5] for video coding, shown in Figure 2 in [5]. The

parameters used to generate the Gabor dictionary are listed in Table 4-5.

The classification results obtained using the EKSVD and Gabor dictionary are shown

in Figure 4-31. Unlike 1D data, here the classification performance with Gabor dictionary

is worse than that of the EKSVD dictionary. This is because the residues here are vectors

of much higher dimensionality than those in 1D data. Therefore, the Euclidean distance

used to compare two residues fails to provide accurate accurate comparisons in this high

dimension. This result re-enforces the need to use a closely dictionary related to the

datasets, preferably learned over the data using the EK-SVD algorithm. This also shows

the need to use a more robust measure to compare the residues for MPDM than the

Euclidean distance. Choosing a better measure is one of the possible avenues for future

research.
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Figure 4-1. Revisiting the fig. 1-3: Shape and magnitude based comparisons using MPDM
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Figure 4-2. The plot of the RMSE of test images as a function of total number of
dictionary elements M during the EK-SVD dictionary training
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Figure 4-3. Two test images approximated using the dictionaries learned by K-SVD and
EK-SVD algorithms
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Figure 4-4. Sample synthetic data for classification. A) Sample data from training set of
class 1. Drawing parameters from a normal distribution gives a lot of variation
in spread and magnitude of signals. B) Sample data from training set of class
0. Since the means µ1 and µ2 are also drawn from a normal distribution, class
0 can have members that look like members of class 1. This makes the data
linearly inseparable, making the classification problem harder.
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Figure 4-5. The Gaussian dictionary

Table 4-1. The set of parameters used to generate the Gaussian dictionary

Parameter Values

σ 1 6 11 16 21 26 31 36 41 46 51

µ 51

n 0 1 2
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Figure 4-6. ROC curves for classification performance of MPDM and EUC dissimilarity
measures.

Table 4-2. The t-test outcomes for CAMP and EUC ROCs.

Probability of Class 1 t-test Outcome

0.1 1

0.2 1

0.3 0

0.4 0

0.5 1

0.6 0

0.7 1

0.8 1

0.9 1

1.0 1
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Figure 4-7. The 6-class dataset used for validating CAMP and FCM clustering. In each
subplot, the 101 class members are shown in black and the respective cluster
representative found by CAMP are shown in gray.
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Figure 4-8. Histogram of number of clusters discovered by CAMP on 50 independant runs
producing a normal distribution with µ = 6.3 and σ2 = 1.2
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Figure 4-9. Histogram of the optimal number of clusters discovered by partition coefficient
(PC), partition entropy (PE), Xie-Beni (XB) and Fukuyama-Sugeno (FS)
cluster valditiy indices for FCM on 50 independant runs.
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Figure 4-10. Sample EMI Data

Table 4-3. Number of mines and non-mines in the landmines datasets

Dataset Mines NonMines Total

Training 203 297 500

Testing T1 44 108 152

Testing T2 112 34 146
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Figure 4-11. Mean PFA of T1 at PDs 90, 95 and 100 as the σ2 and C parameters of SVM
are varied.
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Figure 4-12. The EKSVD dictionary learned for the training data
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Figure 4-13. Classification results for training, T1 and T2 datasets with error bars for
α = 0 : 0.02 : 1. A) Crossvalidation results for training dataset. B) Result for
T1 dataset. C) Result for T2 dataset.

108



0 10 20 30 40 50 60 70 80 90 100
0

10

20

30

40

50

60

70

80

90

100

P
D

PFA

A

0 10 20 30 40 50 60 70 80 90 100
0

10

20

30

40

50

60

70

80

90

100

P
D

PFA

B

0 10 20 30 40 50 60 70 80 90 100
0

10

20

30

40

50

60

70

80

90

100

P
D

PFA

C

Figure 4-14. Classification results for training, T1 and T2 datasets with error bars for
T = 0 : 0.1 : 1. A) Crossvalidation results for training dataset. B) Result for
T1 dataset. C) Result for T2 dataset.
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Figure 4-15. Classification results for T1 and T2 datasets for FOWA, SVM, EUC and
CAMP. A) Result for T1 dataset. B) Result for T2 dataset.
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Figure 4-16. Errorbars for T1 and T2 datasets for FOWA and CAMP. A) Errorbars for T1

dataset. B) Errorbars for T2 dataset.
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Figure 4-17. Reduction of Gaussian dictionary using EK-SVD
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Figure 4-18. The Gabor dictionary

Table 4-4. The set of parameters used to generate the 1-D Gabor dictionary

Parameter Values

s 1 4 5 8 12 14 16 17

φ 0 π/2 π/4

ξ 0 1 2 3 4
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16 17 18 19 20

21 22 23 24 25
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31 32 33 34 35

36 37 38 39 40

Figure 4-19. The Random Dictionary
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Figure 4-20. Crossvalidation results for the training data using various dictionaries
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Figure 4-21. Results for T1 test dataset using various dictionaries
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Figure 4-22. Results for T2 test dataset using various dictionaries
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Figure 4-23. MSE for MP reconstruction of the training set for different dictionaries
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Figure 4-24. Performance comparison of FOWA, SVM, EUC and CAMP classifier for
performing accurate shape-based classification of data. A) Percentage of
unseen patterns below the PD of mine class. B) Percentage of unseen
patterns below the PD of non-mine class.
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Figure 4-25. Errorbars for mine class of synthetic data.

0 0.2 0.4 0.6 0.8 1
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

Mine Confidence

N
on

 M
in

e 
C

on
fid

en
ce

 

 
Mine
Non−Mine
Unseen

Figure 4-26. Rank normalized plot of p(y = 1|x) vs. p(y = 0|x) for the training dataset
and the resultant confidence values assigned to the unseen patterns.
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Figure 4-27. Sample GPR images for mines and non-mines. A) Sample mine image and its
MP approximation. B) Sample mine image and its MP approximation. C)
Sample non mine image and its MP approximation. D) Sample non mine
image and its MP approximation.
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Figure 4-28. Image dictionary learned from data.
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Figure 4-29. Rest of the elements of the image dictionary learned from data.
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Figure 4-30. Classification results for GPR data for LMS, HMM, SPEC, EHD and CAMP.
A) Results for all classifiers. B) Combined result for CAMP and EHD.
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Figure 4-31. ROC of GPR data trained using the EKSVD and the Gabor dictionaries

Table 4-5. The set of parameters used to generate the 2-D Gabor dictionary

Parameter Values

s 1 3 5 7 9 12 14 17 20 1.4 5 12 16 20 4 4 8 4 4 4

φ 0 0 0 0 0 0 0 0 0 π/2 π/2 π/2 π/2 π/2 0 0 0 0 π/4 π/4

ξ 0 0 0 0 0 0 0 0 0 1 1 1 1 1 2 3 3 4 2 4
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CHAPTER 5
CONCLUSION

A matching pursuits dissimilarity measure has been presented, which is capable

of performing accurate shape-based comparisons between high-dimensional data. It

extends the matching pursuits signal approximation technique and uses its dictionary

and coefficient information to compare two signals. MPDM is capable of performing

shape-based comparisons of very high dimensional data and it can also be adapted to

perform magnitude-based comparisons, similar to the Euclidean distance. Since MPDM

is a differentiable measure, it can be seamlessly integrated with existing clustering

or discrimination algorithms. Therefore, MPDM may find application in a variety of

classification and approximation problems of very high dimensional data.

The MPDM is used to develop an automated dictionary learning algorithm for MP

approximation of signals, called Enhanced K-SVD. The EK-SVD algorithm uses the

MPDM and the CA clustering algorithm to learn the required number of dictionary

elements during training. Under-utilized and replicated dictionary elements are gradually

pruned to produce a compact dictionary, without compromising its approximation

capabilities. The experimental results show that the size of the dictionary learned by our

method is 60% smaller but with same approximation capabilities as the existing dictionary

learning algorithms.

The MPDM is also used with the competitive agglomeration fuzzy clustering algo-

rithm to build a prototype-based classifier called CAMP. The CAMP algorithm builds

robust shape-based prototypes for each class and assigns a confidence to a test pattern

based on its dissimilarity to the prototypes of all classes. If a test pattern is different from

all the prototypes, it will be assigned a low confidence value. Therefore, our experimental

results show that the CAMP algorithm is able to identify outliers in the given test data

better than discrimination-based classifiers, like, multilayer perceptrons and support vector

machines.
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APPENDIX A
COMPETITIVE AGGLOMERATION FUZZY CLUSTERING ALGORITHM

The Competitive Agglomeration (CA) algorithm is a useful clustering algorithm that

combines the strengths of hierarchical and partitional clustering by minimizing a fuzzy

prototype-based objective function iteratively to find the optimal partitioning and number

of clusters [2]. It starts by partitioning the data set into a large number of small clusters.

As the algorithm progresses, clusters compete for data points. Memberships of redundant

clusters are progressively diminished. Eventually such clusters become empty and are then

dropped. When the CA algorithm terminates, it produces the optimal clustering of the

data using fewest possible number of clusters.

Let X = {xi|i = 1, . . . , N} be a set of N vectors in an n-dimensional feature space

and C = (c1, . . . , cM) represent a M-tuple of prototypes characterizing M clusters. Then

the CA algorithm minimizes the following objective function:

J(C,U,X) =
M∑

j=1

N∑
i=1

u2
ijd

2(xi, cj)− η

M∑
j=1

[
N∑

i=1

uij

]2

(A–1)

subject to
∑M

j=1 uij = 1, for i ∈ {1, . . . , N}.
d2(xi, cj) measures the dissimilarity of the data point xi to the prototype cj, uij

represents the degree of membership of xj in the cluster represented by ci, and U = [uij] is

the M × N constrained fuzzy C-partition matrix. The first component of equation (A–1)

is similar to the Fuzzy C-Means (FCM) objective function and it controls the shapes and

sizes of clusters to obtain compact clusters. Its global minimum is achieved when the

number of clusters M is equal to the number of data points N . The second component of

equation (A–1) is the sum of squares of fuzzy cardinalities of the clusters and controls the

number of clusters. Its global minimum is achieved when all data points are lumped into

one cluster. When both components are combined and the η is chosen properly, the final

partition will minimize the sum of intra-cluster distances, while partitioning the dataset

into the smallest possible number of clusters.
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CA is a two-fold iterative optimization algorithm that first assumes cluster centers cj

constant and updates the memberships uij. Then it assumes the memberships uij to be

fixed and updates the cluster centers cj. In order to find the update equation for the class

memberships uij, one minimizes the Lagrangian to obtain:

uij =
1/d2(xi, cj)∑M

k=1(1/d
2(xi, ck))

+
η

d2(xi, cj)
(Nj − N̄i) (A–2)

where Nj =
∑N

i=1 uij is the cardinality of cluster j and N̄i is defined as:

N̄i =

∑M
k=1(1/d

2(xi, ck))Nk∑M
k=1(1/d

2(xi, ck))
(A–3)

N̄i is the weighted average of the cluster cardinalities. Detailed derivation of equation

(A–2) can be found in [2]. More succinctly we can write uij as:

uij = uFCM
ij + η uBias

ij (A–4)

where the definitions of uFCM
ij and uBias

ij follow from (A–2). The parameter η controls

the relative weight of uFCM
ij which updates the membership uij using the standard FCM

method and uBias
ij term which increases or decreases uij, based on the size of cluster j. The

uBias
ij term should dominate initially to quickly remove the redundant clusters. Later on,

uFCM
ij should dominate to refine the cluster memberships of data points. Therefore, η is

an exponential decay function of iteration number t, proportional to the update and bias

terms of the objective function:

η(t) = τ(t)

∑M
j=1

∑N
i=1 u2

ijd
2(xi, cj)

∑M
j=1

[∑N
i=1 uij

]2 (A–5)

where τ(t) is an exponential decay function.

In the second step of optimization, the memberships uij are assumed constant and

the cluster centers cj are updated by differentiating the equation (A–1) with respect to ct.

The choice of the dissimilarity function d depends on the type of date being clustered. For

example, Frigui and Krishnapuram [2] have used the Euclidean and Mahalanobis distances
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among others, to detect spherical, ellipsoidal, linear and quadratic shell clusters. In the

next chapters we propose the matching pursuits based dissimilarity measure and use it

with the CA algorithm to perform generalized shape-based clustering in high dimensions.
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